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Abstract

Thepaperdiscusseshow Explicit CongestionNotification(ECN) canbeusedto deviseanInternetcongestioncontrolmecha-

nismthatis morerapidly reactiveandallowsbest-effort flows to rapidlyadjustto fluctuationsin availablecapacity. OurECN-mod

protocolinvolvessimplemodificationsto TCPbehavior andleveragesmoreaggressive marking-basedrouterfeedback.Simula-

tionsshow thatECN-modis betterthanTCPNewRenofor bothpersistentsourcesandWeb-styleintermittenttraffic sources,and

makesthe link utilization significantly lesssensitive to the variationin the numberof active flows. Simulationsalsoshow that,

while ECN-modflows obtaina largerportionof theavailablecapacitythanconventionalbest-effort traffic, they do not starve or

significantlypenalizesuchTCP-basedflows.

I . INTRODUCTION

Theadvantagesof usingExplicit CongestionNotification(ECN)[1], [2] toprovideunambiguouscongestionfeedback

to adaptive (TCP)Internettraffic arewell documentedin literature.We,however, believe that thefull benefitof ECN-

capableroutershasnot beeneffectively realized:a muchmorepowerful andresponsive congestioncontrolframework

canbedevelopedif TCPis modifiedto differentiatebetweenpacket markingandpacket losses.

Sucharapidlyresponsivecongestioncontrolframework hasbecomeespeciallydesirablewith theadoptionof explicit

servicedifferentiationandwork-conservingschedulingpoliciesin Internetrouters.Sincebest-effort traffic flowsin such
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environmentsobtainany ‘residual’bandwidth(left unusedby higherpriority traffic), andsincethetraffic loadfor higher

priority classesfluctuatescontinuously, best-effort flowsmustnow maximizetheutilizationof a rapidlyvaryingamount

of availablelink capacity.1

To supportthis rapidreactivity, acongestioncontrolprotocolmustpossesstwo conflictingcharacteristics:� Duringcongestion,theadaptive flows mustbackoff rapidly to preventcongestioncollapse.� Whenever additionalbandwidthbecomesavailable, flows shouldrapidly increasetheir transmissionrate to avoid

under-utilization of availablecapacity.

Thepreliminarydesignof suchanECN-awareTCP-like protocolfor rapidadaptationto variablecapacitywaspre-

sentedin [3], which suggestedthatmodificationsto TCPbehavior mustbedesignedin tandemwith markingbehavior

in routers.Theprotocolmodificationsexploit the fact thatpacket markingprobabilitiescanbemadeashigh as
�������

without causingany undesirablebehavior (asopposedto packet droppingprobabilitieswhich needto berestrictedto� ���	�
���
� .) In this paper, we first provide a brief recapof our suggested‘ECN-mod’ window adaptationalgorithm,

placingit in thecontext of a generalizedclassof ‘polynomial’ [4] window adaptationalgorithms.We alsoexplain the

varioustradeoffs involved in the choiceof coefficients in a polynomialadaptationalgorithm. We thenuseextensive

simulation-basedperformancestudiesto analyzetheperformanceof oursuggestedalgorithm.In particular, wedemon-

stratehow network utilization by besteffort traffic maybe improved by a) substitutingconventionalTCP traffic with

‘ECN-mod’ controlledflows andb) makingtheroutermarkingbehavior moreaggressive. We alsostudythenatureof

bandwidthsharingbetweenECN-modandconventionalTCPflows.

To studythe behavior of theECN-modalgorithm,we useboth persistentsources(wherethe senderis constrained

solelyby thedynamicsof theTCPor ECN-modprotocol)andbursty “Web-like” sources(wherethesendertransmits

sporadicburstsof finite-sizedfiles). Like our earlierpreliminarystudies[5] basedon persistentsources,we seethat

ECN-modflows achieve better link utilization than conventionalECN-enabledTCP NewRenoflows even for Web-

like traffic. Due to the transmissionconstraintsimposedby Web sources,the performancegainswith ECN-modare,

however, moredramaticwith persistenttraffic sources.Usingafurthersetof simulationstudies,weshow thatthe‘ECN-�
In the currentbest-effort Internet,on the otherhand,wherethe available link capacityis essentiallyfixed, we canensurereasonablyhigh

utilization for well-behavedtraffic by appropriatesizingof network buffers.
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mod’ protocoloffersa farmoreimportantbenefitthansimply increasingutilization–it makesthenetwork performance

muchlesssensitive to variationsin theactualtraffic loads.ECN-modflows(unlike conventionalTCPflows)areableto

operatewell evenwhenthemarkingratesareashighas ��� ��������� ; previousresearch[6], [7] hasclearlydocumented

why suchaggressive markingratesmaybeneededfor satisfactoryrandomizedcongestionfeedbackunderheavy traffic

loads.

We alsostudythe ‘TCP-friendliness’of our ECN-modprotocolby observingthe potentialunfairnessin resource-

sharingbetweenconventionalTCPandECN-modflows. We performsimulationstudieswith bothconventionalECN-

unaware TCPflows andECN-aware TCPNewRenoflows. Our simulationresultsindicatethatourECN-modprotocol

is promising,asit doeswell in consumingbandwidththatmight otherwisebewasted,yet doesnot significantlyreduce

the throughputof conventionalTCP flows. The main goal of our currentwork is to demonstratethat appropriate

modificationsto currentlysuggestedmechanismsfor respondingto ECNmarkingcanresultin significantperformance

improvements.At thispoint,wedonotclaimthatourcurrentECN-modadaptationalgorithmis the‘bestpossible’one.

Therestof thepaperis organizedasfollows. In sectionII, we presenta brief descriptionof theECN-modalgorithm

and explain how it can be consideredto be a specialinstanceof a genericclassof window adaptationalgorithms.

SectionIII presentsdetailsof the simulationtopologiesandexplains the rationalebehindthe appropriatechoiceof

parametervalues.While sectionIV thenstudiestheperformanceimprovementsobtainedwith ‘ECN-mod’, sectionV

studiesthesharingbehavior betweenECN-modandconventionalTCPflows. Finally, sectionVI concludesthepaper.

I I . GENERALIZED CONGESTION CONTROL AND ECN-MOD

Consideran operatingenvironmentwherean IP flow achievesreliabletransmissionby usingper-packet acknowl-

edgment.Whenever a routerrecognizestheonsetof congestionin its buffer, it setsa “CongestionExperienced”(CE)

bit (alsocalledmarkingthepacket) in theheaderof appropriatepackets. By having thedestinationechothis bit in an

acknowledgmentpacket, thesourcecanbeinformedof suchnetwork congestion.

For window-basedprotocolsoperatingunderthe TCP paradigm,sourceadaptationto suchcongestioncanbe de-

scribedby thefollowing generalizedbehavior:

Whenever an acknowledgmentarrivesfor an unmarkeddatapacket, thecongestionwindowincreasesfromits current
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value � by ����������� � . If, however, theacknowledgmentindicatesthat thedatapacket hadbeenmarkedin theforward

path,thecongestionwindowis decreasedfrom � by !#"$�%�&��� � .
Notethatour framework is muchsimplerthanalternative congestioncontrolmodelssuggestedfor theInternet(e.g.,

[8], [9]), which aredirectly concernedwith ensuringfairnessamongcompetingflows. For example,[8] proposeda

rate-basedalgorithm,wherelinks explicitly updateandpropagatetheir shadow congestioncosts,andwherea source

directly adjustsits ratebasedon its own costsensitivity. [10] presentedtheRandomEarly Marking (REM) algorithm

wheresuchshadow costscould be communicatedsimply by intelligently adjustingthepacket markingprobability in

thenetwork buffers; sourcesin thatscheme,however, adjusttheir congestionwindow only periodically. On theother

hand,[9] proposedCharge-Sensitive TCP, whereeachflow needsto be awareof its instantaneousround-tripdelay,

transmissionrateandcongestionwindow size,andthenusesan explicit target window sizeto regulatethegrowth of

thecongestionwindow. In contrast,our framework doesnot assumesuchintelligenceat theTCPsource,anddoesnot

necessarilyrequirethenetwork buffersto dynamicallyadjusttheirpacket markingfunction.

If we assumethat every packet is marked with a constantmarkingprobability ' , the ‘drift’ (or the changein the

expectedvalueof thecongestionwindow �)(�*,+ at the �-�/. � �1032 acknowledgment,giventhewindow �)( afterthe �4032
acknowledgment)is givenby576 � (�*,+ � � (98 � (;: ��< : !
���1=?>����A@B'9� : � �C� '9�%DE�������&��� � � 'FDG!H"����&��� � :'FDE�������&���I�%D J ��� '' � !H"����&��� ��������&���I��K D (1)

Let L���� � bethefunction L���� � : !#"$������� ��M���%�&��� � D (2)

Any sensiblechoicefor L���� � mustensurethatthewindow alwaysincreasesif themarkingprobability ' is
�
, andthat

it never grows withoutanyboundfor all othervaluesof ' . Accordingly, we requireL�� � � : � @ N3O3PQSRUT L���� � :WV D (3)

Equations(1) and (2) show that, underconstant' , the ‘zero-drift’ value or ‘center’ of the congestionwindow is
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obtainedwhen L���� � : �C� '' D (4)

Thefunction L���� � is really theresponsesurfaceof thesourcesto routerbehavior; asa protocoldesigner, we canthus

first chooseL��XDY� arbitrarily, andthenstill choosebetweendifferentvaluesof ���������XDY� and !#"$�%�&�XDY� , aslong astheir ratio

remainsunchanged.In fact,a legitimateway of designinga congestionprotocolis to first choosetheresponsesurfaceL���� � and thendirectly adaptthe window � from an estimateof the markingprobability ' , without even defining

separate�������&�XDY� and !H"����&�XDY� functions(anapproachusedin [11]).

For practicalreasons,werestrictourselvesto the‘polynomial’ class[4] of adaptationalgorithms,where�������&�-Z[� : � + Z]\9@^!H"����&�-Z[� : ��_`Z]abD (5)

To ensurethatthewindow doesnotgrow without boundfor any givenprobability, we needcedgf . For thepolynomial

classof algorithms,this drift would be
�

when � �h� '9�ji�� + iC� \ : 'ki���_lil� a . Accordingly, a flow transportinga

very largefile andsubjectto a constantmarkingprobability ' would observe its congestionwindow fluctuatearounda

centralvalue, Zm�Y'4� , givenby: Zm�Y'4� : J �n+�`_ �C� '' K �o$p�q D (6)

A. CurrentTCPResponse

Under TCP’s currentcongestionavoidancealgorithm [13], the congestionwindow ��Zl��! (expressedin termsof

the MSS or Maximum SegmentSize)increases
�

onceevery roundtrip time (RTT) in the absenceof congestion;on

detectionof acongestionepisode,��Z]��! decreasesfrom its instantaneousvalue � by
Q _ . Neglectingtransientssuchas

fastrecovery andslow-start,TCP’s congestioncontrolmechanismis thusa memberof thepolynomialclass,with the

parameters r[sUtvu �n+ : � @wc : �U� @w� _ : �x @yf : � D (7)

Of course,mostmodernTCPversions,suchasNewRenoor Vegas,halve their window only oncefor multiple packet

lossesoccurringwithin asinglewindow (andthuspresumablycorrespondingto asinglecongestionevent).
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TCP’s choiceof !#"$������� � : Q _ is basedon the desireto have rapid multiplicative backoff assoonascongestion

is detected.While this is clearlyneededto prevent congestioncollapsein thepresenceof puretail-drop routers,it is

not clearthatwe cannotdo any betterwhennetwork routersprovide earlyandrandomizedcongestionfeedback.The

currentECN recommendations[1], [2] requirea TCP sourceto reactto thenotificationof an ECN-marked packet in

exactly thesameway asit reactsto thediscovery of congestionvia packet loss. As we shall demonstrate,this abrupt

reductionin thewindow sizecausesTCPto suffer from substantialperformancedegradation,even in thepresenceof

ECN.

B. TheECN-modAlgorithm

Analysis and resultspresentedin [3] show that alternative settingsof the polynomial parameters,c^@zfy@)� + and� _ , maybe preferablein an ECN-enabledenvironment,for both theoreticalandpracticalreasons.To provide a more

reactive ECN-modTCP, weusetwo modifications:� Make �������&��� � moreaggressive thanTCP, sothatit canrapidly increaseits ��Zl��! in theabsenceof marking.� Make !H"����&���I� milder, sothatanECN-modsourcecanreduceits sendingratein amuchmoregradualmanner.

OurECN-modprotocolis alsoassumedto respondto all ECN-markedpackets,evenif it leadsto multiple reductions

within a singlewindow worth of packets. Of course, to throttle sourcesrapidly in such an environment,themarking

probability for ECN-modsourcesshouldbe correspondinghigher; more precisely, the buffers shouldhavea higher

slopein themarkingfunction.This is preciselywherethebenefitof ECNmanifestsitself: sincemarkingdoesnot result

in any packet loss, the markingprobability in ECN-enabledrouterscanbe setashigh as � ������� , without causing

catastrophicperformancebreakdown.

Thedetailedanalysisfor thespecificchoicesfor f^@{cy@|� + and �`_ waspresentedin [3], [5]. Theanalysisshowed the

advantagesof usingan implementation-friendly versionof ECN-mod,which has f : � and c : � . In particular, we

notewithout proof thefollowing two importantresults.

Theorem1: If f}d � (and c}dWf ), and �$+	~ � @l� _ ~ � @ thenthecongestionwindow processhasthecoefficient of
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variation s�� "n=4=?DY���#����� � :�� >�DG!#"��9��� �576 �W< � �n� � p�o�1� o$p�q$�+ � � p�q�1� onp�q$�_� x �-f � c�� ' � p�o�1� o$p�q$� D (8)

Choosingf : � thusmakesthecoefficient of variationof thecongestionwindow � independentof ' , giving us the

attractive propertyof scaleinvariance.

Theorem2: Undera constantmarkingprobability ' , the averagenumberof marked packets from a specificflow

within asingleRTT is givenby: ' onp�q�p �onp�q � �C� '9� �onp�q J � +��_�K �o$p�q D (9)

Having f � ce� � guaranteesthat,asthemarkingprobability '�� � , theaveragenumberof markedpacketsperRTT

doesnotgoto zero.Routerscanthengiveadequatefeedbackto thesourcesonthestateof congestionevenunderlightly

loadedconditions.Since � + and �`_ arescalingconstants,their choiceis morea matterof properengineeringdesign.

Wemerelyrequire �`_ to besmallerthan +_ (currentTCPpractice)to achieve milder backoff and ��_ to becorresponding

small to have reasonablevaluesfor the‘average’window size( Zm�Y'4� in equation(6)) for moderatelysmall ' . We have

thusexperimentallystudiedavarietythethefollowing membersof theECN-modfamily of algorithms5 s�� �A� � ! u � +�:�� � D�� x�� @ � D �
x��#� @]c : � @w��_ : �� @yf : � @ (10)

whichensurethat,for small ' , theexpectednumberof markedpacketsperRTT, lies in therange( +� @ � ).
I I I . SIMULATION PARAMETERS AND CHOICES

Oursimulationstudiesareperformedusingthens-2[14] simulator. Tosimulateavariable-bandwidthenvironmentfor

best-effort traffic, weusedVoice-over-IP (VoIP)sourcesashigherpriority traffic. While eachVoIPflow wasmodeledas

perthespecificationsof theG.711codecasanexponentiallymodulatedon-off process,thetotalnumberof instantaneous

callswasmodeledasabirth-deathprocess,with call arrival rate � andexponentiallydistributedholdingtimeswith mean+� .
For thegraphsplottedhere,thebest-effort flowswereeither

a) “NewReno”,anECN-unawareNewRenoversionof TCPthatreactsonly to packetdrops(andnotto packetmarking).

b) “ECN-awareNewReno”,which implementsthecurrentTCPalgorithmof halving thewindow in responseto both
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droppedandmarkedpackets.

c) “ECN-mod” (or modifiedECN),wherethesourcereactsto markedpacketsasin sectionII.B andto droppedpackets

asin TCPNewReno.

We usedboth a) persistentTCP sources,which involved the transferof infinite-sizedfiles, andb) Web-TCPsources

(usingparametersreportedin [15]), whereasingleflow alternatesbetweenaactivetransferphase(duringwhichanew

TCPconnectionis usedto transferafinite-sizedfile) andan inactivephasewherethesourceremainsin anidle state.

A. RouterMarking/DroppingBehavior

Randompacket markinganddroppingwas implementedby a RED [12] queue. The marking function (for ECN

NewRenoflows) wasbasedon the ‘gentle’ variant[16] of RED andis denotedas '������ , with themarkingprobability

a linear function of the queueoccupancy � . For ECN-modflows, we neededto make the marking function more

aggressive. While a variety of aggressive marking mechanismsarepossible,we modified the marking behavior of

ECN-modsuchthat: givena queueoccupancy� , the average congestionwindowsizefor a best-effort flow wasthe

samefor all choicesof the congestionwindowprotocol. Accordingly, the marking function for ECN-modpackets,'b���X #���	� is: '¡�w�¢ ����	� :¤£ � . �`_� + i]¥ x ih� �C� '¦���	�'������ § � + @ (11)

where'����	� is thebasicRED markingfunction. It is theneasyto seefrom equation(6) thatbothECN-NewRenoand

ECN-modbothresultin thesamevaluefor Z¨�Y'9� . While both '��XDY� and'¡�w�¢ ��XDY� maycoexist in a network buffer during

a transitionperiod(whereECN-NewRenoandECN-modflows sharethe samebuffer), our vision clearly is to have

routerseventuallyexhibit asingleaggressive markingbehavior for all (ECN-modcontrolled)best-effort flows.
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IV. EFFECTIVENESS AND PARAMETER INSENSITIVITY OF ECN-MOD

Wenow reportonsimulationstudiesthatinvestigate:

a) how ECN-modflowsperformrelative to ECN-NewRenoflows,and

b) how their utilizationvarieswith changesin theofferedloadandmarkingprobabilities.

Thesimulationtopologyis asshown in Figure1,with higher-priority (VoIP2 thehigher-priority queue,ourqualitative

res) and best-effort (TCP or ECN-mod)traffic buffered in two separatequeues,and WeightedFair Queuing(more

precisely, Self-Clocked Fair Queuing(SCFQ))usedto isolatethe two classes.To provide voice higherpriority, the

VoIP classhada weightof 0.8,comparedto 0.2 for TCPtraffic, eventhoughtheofferedloadof VoIP traffic wasoften

muchlower thanthatof TCP. Admissioncontrol is performedfor VoIP traffic by having thenetwork block morethan© ��ª,DY� ��«#t simultaneousvoicesessions.For theplotsprovidedhere,thebottlenecklink capacity

s
is
���

Mbps; the

VoIP queuewassizedto have a maximumdrain time of 20 msecs.TheRED parametersfor thebest-effort queue(in

packets)had
� ��� 032 : x�� , � �#ª 032 :­¬ � andbuffer size ® : ����� (following therecommendationsin [16]). TheRTT

of thebest-effort connectionsareuniformly spacedout over theinterval � x�� @�D�D�D$@ x���� � msecs.All resultsareaveraged

over aminimumof 10 runsto ensureappropriatestatisticalconfidence.

A. PerformanceImprovementfor Persistent/WebSources

Figure 2 plots the total goodput(VoIP+ TCP), as well as the TCP goodputalone, for 20 persistentsources, as� is varied to changethe averagenumberof simultaneousvoice calls. We seethat ECN-modsources(especially

with � +k: � D � � x�� ) arebetterthanECN NewRenoin respondingfasterto instantaneousfluctuationsin the available

capacity. Of course,an over-aggressive ( � +7: � D x�� ) specificationof ECN-modbehavior causesit to performworse

thanECN-NewReno,sincethe resultantoscillatorybehavior, of rapid increasesfollowed by sharpdecreases,leadsto

a greaterlikelihoodof buffer underflow. In all cases,theVoIP throughputremainsunaffectedby thechoiceof thebest

effort protocol,demonstratingthe effectivenessof WFQ in effectively giving VoIP traffic higherpriority. Additional�
We have alsoexperimentedwith videotraffic (theMPEGtraceof ”Star Wars” availablein ns-2)ashigherpriority traffic. We foundthatour

resultshold qualitatively, andareindependentof the traffic behavior of otherbursty sources,aslong asthe videoor othertraffic wasbuffered

(alongwith VoIP) in a separatehigherpriority queue.Wethusomit thediscussionof videotraffic for reasonsof space.
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measurementsverifiedthattheparameteradjustmentprocedurecausedtheECN-modflows to experiencemuchhigher

markingratesthanECN-NewRenoflows.
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Figure2: Comparative Utilization for PersistentSources

Figures3 and4 plot similar simulationresultswith best-effort flows beingdrivenby 150WebTCPsources(instead

of persistentones).It is easyto seethatthethroughputimprovementwith ECN-modis muchsmallerthanthepersistent

case,althoughECN-moddoesachieve slightly betterutilization thanECN-NewRenofor well-chosenvaluesof �n+ . The

reasonfor this is easyto understand:while thedynamicvariationin thenumberof active TCPtransactionswill cause

transientnetwork congestion,the long-termTCPthroughputdoesnot changesincethebest-effort traffic is essentially

source-constrained. More importantly, unlike earlierstudieswith persistentTCP traffic, setting � +m: � D ��x�� in ECN-

mod performsbetterthan � +7: � D � � x�� . SincemostWeb file transfersusuallycompleteduring the initial slow-start

transient(beforecongestionfeedbackis even activated),a moreaggressive choiceof thewindow increasecoefficient

typically leadsto higherTCPgoodput3

Figure4plotsthepacketmarkingratesfor thebest-effort flows(basedonWebsources)andthecoefficientof variation

(definedas ° 0  `± ²¦³M´{µ·¶ 0 µ¸� (¹ ³1¶ ( ) of thebest-effort queueoccupancy. As expected,themarkingratesturn out to behigherfor

ECN-modthanECN-NewReno. (The packet lossrateon all theserunswasessentially
�
, indicatingthat congestion

control wasachieved solely via packet marking). More importantly, the coefficient of variationfor ECN-modflowsº
Thisobservationsuggeststhatit maybeworthwhileto investigatetheperformanceof amodifiedprotocolthatusesahighervalueof » � during

the initial slow-starttransientanda smaller(lessaggressive) » � during thecongestionavoidancephase.We do not, however, explore this idea

furtherin this paper.
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is lower (sometimesby asmuchas ¼ ��� ) than that of ECN-NewRenoflows. SinceECN-modflows exhibit a much

milder backoff thanECN NewReno,the occupancy of the RED queue(for good choicesof ECN-modparameters)

fluctuatesin amuchsmootherfashion,leadingto muchsmallercoefficientsof variationthanthatwith ECN-NewReno.

Accordingly, theECN-modwindow adjustmentprotocoloffers thesecondaryadvantageof betternetwork dynamics,

suchasasmootherqueueevolution andlower packet jitter.
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Figure3: ComparativeCapacityUtilization for WebSources
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B. Sensitivityto LoadVariation

We now considertheperformanceof ECN-modvs. ECN-NewRenoasthenumberof persistentbest-effort flows is

varied.(Resultswith WebTCPsourcesarequalitatively similarandomitteddueto spaceconstraints.)For thesestudies,
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theaveragenumberof VoIP flows waskept constantat
x����

, by setting � : x D � . We variedthenumberof best-effort

(persistent)flows,

�
, from

���U�¿x����
. Thegraphsstudytwo interestingsettingsof ' �w¶|À , namely

� D x and
� D � .

Wefirst considerthecommonlyusedREDsettingof ' �w¶{À : � D x . Figure5 showsthevariationin thetotal(VoIP+best-

effort), aswell as the best-effort, goodputas

�
is varied from

���
to
x����

. We seethat, when

�
is relatively large,

bothECN-modandECN-NewRenoobtaincomparablegoodput.However, when

�
is small,ECN-mod( � +C: � D � � x�� )

clearlyoutperformsECN-NewReno,sinceECN-modisableto utilize theavailablebandwidthmoreaggressively. Figure

6 shows thevariationin thepacket droppingandmarkingratesrespectively. Weseethat,asN increases,thepacket loss

ratesbecomevery high (aslarge as � ����� for

� : x���� ). This indicatesthata ' �w¶{À settingof
� D x doesnot provide

sufficiently strongfeedbackto preventundesirablepacket lossesunderhigh loads–a largervalueof ' �w¶{À is preferred.
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In Figures7 and8, we investigatepreciselysuchan aggressive setting,where' ��¶|À : � . Figure7 shows the total

and best-effort traffic goodputas

�
is varied. As before,we seethat ECN-modis better than ECN-NewRenoin

utilizing the availablebandwidth. More importantly, as

�
is increasedbeyond

���
, we seethat, while the ECN-mod

flows( � +�: � D � � x�� ) alwaysachievehighgoodput,theECN-NewRenogoodputactuallydecreases.Thisoccursbecause

TCP’spolicy of halvingthewindow sizedoesnotwork well at therelatively highmarkingrates(seeFigure8) obtained

when ' �w¶|À : � D � and

�
is large. Thus,thecurrent responseof TCPto ECNmarkingdoesnot allow best-effort flows

to operatein environmentswhere routers exhibit aggressivemarkingbehavior.

FromFigure8, we canobserve that themarkingratesfor ECN-modtraffic areashigh as �Ì� �
� . Clearly, thereis

no degradationof ECN-modperformanceevenundersuchhigh markingrates.Thesecondgraphplots thecoefficient

of variationof the queueoccupancy as

�
is increased.While ECN-modalwaysresultsin a lower queuevariability

(smallercoefficient of variation) thanECN-NewReno,the differenceis morepronouncedfor large

�
, whereECN-

NewRenocannotcopewith the high marking rates. It is well-known that RED’s inability to adaptively vary ' �w¶{À
leadsto performancedegradationasthenumberof TCPflows is varied.Accordingly, ECN-modappears to providethe

significantadvantage of makingthebest-effort utilization lesssensitiveto thenumberof activeflows;by setting' �w¶{À
to a high valueandusingtheECN-modalgorithm,wecanmake thenetworkutilization uniformlyhigh for a verywide

range of

�
andavoidundesirablepacket drops.
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Figure8: ComparativeMarking/QueueVariation(Á ÂjÃÅÄ�Í¡Î¢Ï Ð )
V. FAIRNESS BETWEEN ECN-MOD AND TCP NEWRENO

Fromapracticalstandpoint,wecannotexpectthatall sourceswill changetheirwindow-adjustmentbehavior overnight.

It is thusimportantto studythe“TCP-friendliness”of ECN-modtraffic i.e., thedegreeto which ECN-modflows grab

anunfairly large portionof theavailablebest-effort bandwidthin thepresenceof competingconventionalTCPflows.

To studythesefairnessproperties,we performedsimulationson two differenttopologies–a) theWFQ-basedtopology

outlinedin Figure1, andb) analternative topologywheretherouterport usesa singleFIFO buffer, andthebest-effort

flowswereeitherall NewRenoor ECN-modor anequalmix of both.Thenetwork topologyfor caseb) is thussimilar to

thatof Figure1, exceptthatVoIPno longerhasexplicit protectionthroughtheClassBasedWFQ mechanism.Wecon-

centratedon thethesimpleFIFO topologyfor fairnessstudiessincethefairnessconcernappliesto a greaterdegreein

currentrouterswhereTCPflowscannotbeshieldedfrom oneanother;asmechanismssuchasWFQbecomewidely de-

ployed,thefairnessconcernscanbealsoalleviatedvia alternative means(suchasplacingECN-modandconventional

TCP flows in differentWFQ buffers). For the experimentscorrespondingto a singleFIFO queue,the link capacitys : ��� Mbps,
� �M� 032 : x�� ,

� �#ª 032 : � � , ' ��¶|À : � D x andbuffer size ® : ��x�� . Theexperimentscorrespondingto

theWFQ topologyusedtheparametricsettingsmentionedin SectionIV, exceptthatall TCPflows hadRTTs random-

ized aroundan identicalvalueof 250msec.As before,dueto spacelimitations,we reportonly on experimentswith

persistentTCPsources.We studythesharingbehavior with bothECN-awareTCPNewReno(which respondsto ECN
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markingusingtheconventionalTCPalgorithm)andalsoECN-unawareTCPNewReno(whichrespondsonly to packet

drops).

A. Fairnesswith ECN-AwareTCP

Figure9 shows thevariationin thetotal goodput,aswell asthebest-effort goodput,for thevariousTCPadaptation

algorithmswhenthe total numberof best-effort sources,

�
, equals20 for theFIFO topology. We canclearlyseethat

ECN-mod,with � +[: � D � � x�� , outperformsthecurrentECN-NewRenoprocedure.Onceagain,we observe thatECN-

mod with � +m: � D x�� performsworsethanthe currentECN-NewRenoalgorithm,indicatingthat an overly aggressive

choiceof parametersmayincursevereperformancepenalties.WealsoobservedthattheVoIPthroughputwasessentially

unaffectedby thebest-effort traffic, sincethenon-adaptive UDP flows do not reactto the ‘marking’ of packetsat the

buffer.
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Figure9: Throughputfor MixedECN-NewReno/ECN-modTraffic (FIFOcase)

Figure10 first plotstherelative throughputsof theECN-modandECN-NewRenoflows,whenthebest-effort traffic

consistsof an equalnumber(10 each)of ECN-modandECN-NewRenosources.Clearly, while ECN-modhasthe

highergoodput(for �n+ : � D � � x�� ), ECN-NewRenosourcesarenot completelyshutout andobtainabout
x���� �Òx��
�

lessgoodputthantheir ECN-modcounterparts.A far moreimportantpoint canbe observed by studyingthe second

graph,which studiesthe goodputachieved by the10 ECN-NewRenosources,whentheother10 sourceswereeither

ECN-NewRenoor ECN-mod.It is interestingto seethat,for certainloads,the10ECN–NewRenosourcesobtainhigher



16

goodputif theothersourcesareECN–mod( �n+ : � D � � x�� ) thanif they areECN–NewReno.This illustratestheimpor-

tant point that, undercertaincircumstances,the performanceof conventionalECN-NewRenosourcesis improved(in

absoluteterms)in thepresenceof otherECN-modtraffic sources,eventhough,relativelyspeaking, theECN-NewReno

sourcesreceivea smallerfractionof thetotal goodput.This clearlymitigatesany potentialfairnessconcern,sincethe

overall increasein theutilization levelsswampsthereductionin ECN-NewReno’s shareof thetotal achievedgoodput.

Wehave alsoverifiedthattheuseof ECN-mod(with � +�: � D � � x�� ) flowsresultin a lowercoefficientof variationof the

queueoccupancy thantheuseof correspondingECN-NewRenoflows. In thiscase,whereVoIPpacketsarebufferedin

thesamequeue,thisdirectly translatesinto smallerdelayjitter for individual VoIPpackets.
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Figure10: RelativeGoodputfor ECN-NewRenoandECN-modSources(FIFO case)

Figure11 plots the relative throughputsof the ECN-modandECN-NewRenoflows for the WFQ topology, when

thebesteffort flow consistsof anequalnumber(10 each)of ECN-modandECN-NewRenosources.Onceagain,we

seethat while ECN-modsources(with suitably unaggressive settingsof �n+ ) do obtain a higher fraction of the best

effort throughput,with ECN-NewRenosourcesobtainingabout30% lower aggregatethroughput.The secondgraph

in Figure11 plotsthegoodputachievedby the10 ECN-NewRenosources,whentheother10 sourcesareeitherECN-

NewRenoor ECN-mod.While theECN-NewRenosourcesdo suffer in absolutetermsfrom thepresenceof ECN-mod

flows in this case,the degradationin their cumulative throughputis not more than � x���� . Moreover, our studies

showedthatthepresenceof theECN-modflowsalwaysresultedin asmootherqueuedynamicsandlowercoefficientof
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queuevariation.
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Figure11: RelativeGoodputfor ECN-NewRenoandECN-modSources(WFQ case)

B. Fairnesswith ECN-unaware TCP

We now repeatthestudiesof theprevioussub-sectionby substitutingtheECN-NewRenoflows with ECN-unaware

conventionalTCPNewRenoflows. Exceptfor the fact that theTCPNewRenosourcesarenow regulatedby random

dropping(andnot randommarking),all othersimulationparametersremainunchanged.

Figure12 plots the total throughput,aswell as the best-effort throughput,for this simulationsetting. We cansee

that ECN-modsourcesarebetterable to utilize changesin the available capacitythan ECN non-capableNewReno

sourcesandconsequentlyshow bettergoodput.This is of courseexpected,simply becauseany ECN-awarebest-effort

source(whetherTCPor ECN-mod)shouldbeableto regulateits offeredloadbetterthana comparableECN-unaware

source.Note,however thatECN-modwith � +h: � D x�� performsworsethanevenECN-unawareNewReno,illustrating

thedangersof choosinganoverly aggressive increasealgorithm.
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Figure12: Throughputfor mixedECN-mod/ECN-unawareTCPTraffic

Weplot therelative goodputof theECN-modandnon-ECNNewrenosourcesin Figure13. As expected,weseethat

ECN-modsourcesgraba largerportionof thelink capacitythannon-ECNTCPsources.Moreover, by contrastingwith

similar plots in figure10, it is clearthat, relative to theECN-modgoodput,ECN-unawareTCPRenoperformsworse

thanECN-awareTCP Newreno. From a relative sharingstandpoint,ECN-awarenessconfersa TCP flow significant

advantagesover its non-ECNcounterpart.However, Figure13doesdemonstratethatwhile ECN-unawareTCPsources

dosuffer asharperdropin throughput,they donotstarve. Ourstudiesthusindicatethatit maybepossiblefor ECN-mod

andconventionalTCP flows to co-exist in the network, aslong asthenetwork buffers areableto selectively apply a

moreaggressive markingbehavior to theECN-modflows.
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Figure13: Relative Goodputfor ECN-unawareNewRenoandECN-modSources
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C. FairnessamongECN-modFlows

Wenow turn to thequestionof fairnessin throughputamongtheECN-modflowsthemselves.Clearly, wewould like

thedistribution of throughputamongcompetingflows of thesametype to beno worsethanthedistribution currently

observed by ECN-NewRenoflows. In particular, we wantedto observe if the highermarking ratesassociatedwith

ECN-modflows resultedin an appreciablymoreunfair throughputallocationamongthe best-effort flows. We thus

performedsimulationswith theWFQ topology(of Figure1), with thebest-effort flows eitherall ECN-NewRenoor all

ECN-mod. We obtainedthe throughputobtainedby eachindividual flow, andthencomputedthe fairnessindex Ó « ,
accordingto theformulapresentedin [17]: Ó « : ��ÔeÕµ¸Ö +&× µ � _� Ô Õµ3Ö + × _µ @ (12)

where× µ representsthethroughputobtainedby the � 032 flow. FI liesbetween0 and1, with ahighervaluecorresponding

to a fairer throughputallocation.Figure14 plots thevariationin FI for ECN-NewRenoandECN-mod(with different

valuesof � + ) astheVoIP traffic rateis varied. Thetwo graphscorrespondto scenarioswheretheTCPflows eitherall

hadapproximatelythesameRTT, or hadtheirRTT spacedoutuniformly over � x�� @�D�D�Dn@ ����� � msecs.
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Figure14: FairnessIndex for Best-Effort Throughput

As wecanseefrom thegraphs,theFairnessIndex is fairly independentof thechoiceof ECN-modor ECN-NewReno

(anuniformly high) whenall flows have thesameRTT. On theotherhand,whentheRTT of thedifferentTCPflows

exhibit significantvariation,ECN-modconsistentlyresultsin a fairer allocation(higherFI) of throughputamongthe

competingflows. Of course,theFI is lower in thedifferentRTT case(thetwo graphsin Figure14 have differentscales
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for they-axis),dueto TCP’s well-known biasagainstconnectionswith largerRTTs. It is interestingthattheimproved

fairness(amongECN-modflows)occurseventhoughthemarkingratesfor theECN-modflows areat leastanorderof

magnitudehigherthantheirECN-NewRenocounterparts.Clearly, thelessrapiddecreaseof ECN-modin responseto a

singlecongestionindicatormitigatesany potentialimpactof thehighermarkingrates.

VI. CONCLUSIONS

In this paper, we investigatea rapidly reactive congestioncontrol framework for adaptive (best-effort) TCP-like

flows. This framework includesan‘ECN-mod’ protocolthathasa moreaggressive increaseandmilder decreasethan

conventionalTCP, andrequiresroutersto markpacketsmuchmoreaggressively thancurrentlyenvisioned.Simulation

studiesindicatetheuseof ECN-modsourcescanresultin a significantimprovementin network utilization (especially

for persistentsources)in environmentswherethebest-effort bandwidthvariesrapidly. Theuseof theECN-modwindow

adaptationalgorithmalsoleadsto smootherbuffer behavior andlessdrasticvariationin the instantaneoustotal traffic

loads.We,however, needto beconservative in thechoiceof ECN-modcoefficients: if thewindow increasecoefficient

is too large,network utilizationmaydropsignificantly.

Furtherstudieswith both persistentandWeb sourcesshow that the useof the ECN-modprotocolmakes the link

utilization by adaptive traffic significantlylesssensitiveto thenumberof activeflows,andtheprecisesettingof RED’s' ��¶|À parameter. Sinceit is not possibleto preciselypredictthenumberof flows in any practicalnetwork, this insensi-

tivity is anextremelyimportantadvantageof ECN-mod. In particular, by usingECN-modflows, andby setting' �w¶{À
to a fairly high value,we canmaintainhigh network utilization for bothlow andhigh traffic loads.

Studiesusinga mixture of ECN-modflows andconventionalTCP flows alsodemonstratethat ECN-moddoesnot

significantlypenalizeconventionalTCP traffic. As might be expected,the penaltyimposedis higherwhenthe con-

ventionalTCPsourcesareECN-unawareanduseonly packet dropsasindicatorsof congestion.While ECN-moddoes

graba larger shareof the availablebandwidthin sucha mixed environment,it also improves the overall utilization.

Moreover, our studiesshow that the useof ECN-mod(insteadof ECN-NewReno)may alsoleadto fairer sharingof

throughputamongtheindividual best-effort flows,especiallywhentheroundtrip timesof differentflowsvary acrossa

wider range.



21

We have performedadditionalsimulationswith topologiesthat aremorecomplex andrealisticthanthe dumb-bell

network of Figure1, andhaveobservedconsistentqualitative behavior. While not intendedto beconclusive,our results

do arguethatthecurrentTCPbehavior, of respondingto thenotificationof anECN-markedpacket in exactly thesame

way asit reactsto thediscovery of a lost packet ([1], [2]), maybesub-optimal.Several interestingresearchquestions

still remainto beresolved. For example,theoptimalshapeof themarkingfunction,andits dependenceon theprecise

choiceof theECN-modcoefficients,remainsanopenquestion.
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