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Intelligent Resource Director (IRD), a feature of
the IBM eServer zSeries™ processors and the
z/OS™ operating system, manages multiple
heterogeneous workloads with various
business priorities toward achieving their
goals. It establishes a more synergistic
relationship with the Workload Manager (WLM)
component of z/OS and the zSeries hardware,
and augments the adjustments that WLM
makes to local sysplex members by managing
the set of logical partitions on a particular
central processing complex (CPC) that are part
of the same sysplex, known as a logically
partitioned (LPAR) cluster. This paper
describes the three primary areas that IRD
manages: LPAR CPU management, channel
subsystem priority queueing (CSSPQ), and
dynamic channel path management (DCM).

Introduction

IRD [1] further extends the lead of the IBM eServer
zSeries® processors in managing multiple heterogeneous
workloads with various business priorities. Through its use,
a more synergistic relationship is established between
z/OS* and the zSeries (formerly S/390*) hardware with
respect to the allocation of resources among logical
partitions. The WLM component of z/OS is responsible
for ensuring that customer policy goals are met for the set
of diverse applications and workloads that a customer may
run. This includes making changes or adjustments on the
local sysplex member level, as well as redistributing work

across members of a sysplex when needed, and is largely
thought of as moving the work to the resources.

With IRD, WLM augments the adjustments it makes
to local sysplex members by managing the LPAR cluster.
This can be thought of as moving the resources to the
work.

Processor Resource/Systems Manager overview
The IBM Processor Resource/Systems Manager*
(PR/SM*) currently supports the creation of up to 15
logical partitions on a single CPC. Each of these logical
partitions is fully capable of running an operating system
independently. The following are all supported in a logical
partition: z/OS (with or without Parallel Sysplex*), VM,
VSE/XA, TPF, UNIX** applications under UNIX System
Services (USS), and Linux**.

PR/SM allows granular levels of resource allocation.
Storage can be assigned to logical partitions in increments
of 1 to 128 megabytes, rather than gigabytes, depending
on processor model and total available memory. I/O
channel paths can be shared by logical partitions to fully
utilize the bandwidth of the IBM Enterprise Systems
Connection (ESCON*) and Fiber Connection (FICON¥)
channels. The PR/SM dynamic reconfiguration capability
offers allocation of additional resources to partitions with
demanding workloads without disruption to the workloads
in the logical partitions.

PR/SM management of central processor (CP) resources
allows for the use of either dedicated or shared CPs.
Although CPs can be dedicated to logical partitions, the
real power is in the effective use of shared processors.
With shared processors, when a workload in one partition
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goes idle, the available processing time is automatically
redistributed to other partitions with no intervention.

Logical partition processor weights are a priority
policy for logical partitions based on a user’s dispatching
priorities. They are specified when allocating the resources
of the machine to its workloads. Using processor weights
with shared processors, the user can use subprocessor
granularity for allocating machine resources to workloads.
Each logical partition is treated as a separate workload,
managed against the processor weight policy. Processor
weights define relative priorities of logical partitions for
determining which logical partition receives the resource
when there is contention for that resource. When there is
no contention for the resource (i.e., all logical partitions
are not, at the moment, trying to use all of the CP
resource they are entitled to), the other logical partitions
automatically fill that “white space” and use that excess
capacity. Even the redistribution of the “white space” is
done in accordance with the processor weight policy.
When the logical partition that was under-utilizing its
entitled resource requires it again, the resource moves
back to it in accordance with the processor weights. The
policy can be dynamically updated, with changes taking
effect immediately.

The z/OS operating system running in a logical partition
provides yet another level of heterogeneous workload
management. Multiple workloads within a z/OS logical
partition are given an even finer granularity of workload
management via the WLM component of z/OS. The
priority of the logical partition with respect to other
logical partitions is managed by PR/SM. The priority of
the individual workloads and applications within the
logical partition is managed by WLM. IRD creates a
synergy between the management done by PR/SM and the
management done by WLM, producing a fully dynamic
and automatic resource management capability that is
unmatched in the industry. The detailed knowledge of
WLM can be used to redirect the machine (PR/SM)
resource allocations according to workload priorities
across a set of logical partitions on a CPC called an
LPAR cluster.

Workload Manager overview
Instead of specifying low-level controls to tune system
resources, WLM gives the system administrator the
capability to specify goals for work in the system in
business terms. The operative principle is that the
system should be responsible for implementing resource-
allocation algorithms that allow these goals to be met.
WLM is unique in offering externals that capture business
importance and goals and implement them on behalf of
the system administrator.

The z/OS operating system can function in one of two
modes from a performance-management perspective.
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WLM goal mode allows a system administrator to state
goals for the work in the system, and WLM is responsible
for allocating computing resources to meet these goals.
In WLM compatibility mode (sometimes referred to as
compat mode), the system administrator must use low-
level resource control to allocate computing resources
to the work in the system. Compatibility mode exists to
provide compatibility with the performance-management
externals provided in earlier versions of the operating
system. Goal mode is the focus of this paper. Except
where compatibility mode is specifically referenced, this
paper describes z/OS function available when running in
goal mode.

Two primary facilities that WLM goal mode provides
should be introduced at this point. The first is the ability
to partition the universe of work requests into mutually
disjoint groups, called service classes. This partitioning,
referred to as classification, is based on the attributes
of an individual work request, which might include
the userid that submitted the request, related accounting
information, the transaction program to be invoked or the
job to be submitted, the work environment or subsystem
to which the request was directed, and so forth.
Installations are able to specify which service class is
associated with each work request by specifying the value
for one or more attributes and the corresponding service
class. Defaults and other techniques may be used to
group work requests into each service class.

Each service class represents work requests with
identical business performance objectives. To address the
fundamental problem that the resource demands of most
work requests are unknown at the outset and can vary
depending on parameters that may be known only at
execution time, there is a need to allow the business
objectives to change on the basis of the resource demands
of the work request. This is quite different from the
requirement in other implementations that the resource
demands be known in advance.

A service class comprises a sequence of periods, with a
value defined by the installation to express how long a
work request is considered to belong to each period. This
“duration” is a measured amount of service consumed that
incorporates time spent actually running instructions on a
processor, along with other components of service defined
by the installation. Each work request starts in period 1
and is managed according to the first period goal (to be
described in the next few paragraphs) until enough service
is consumed to exceed the first period “duration.” The
work request is then moved to the second period and
managed according to the second period goal, and so
forth.

Each period has an associated goal and an associated
importance, as alluded to above. Note that the durations
may be assigned different values for distinct service
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classes, even when comparing the same period. In the
same way, the goals for a given period in different service
classes may be distinct. An installation may specify
explicitly three major goal types for work requests. Certain
activities associated with system work may be managed
implicitly; these are accorded special treatment and do not
require installation specification. The goal types provided
by WLM are response-time, discretionary, and velocity.
These types of goals are now described in turn.

Response-time goals indicate a desire for internal
elapsed time to be, at most, a certain value. “Internal”
refers to the fact that the time is measured from the point
at which the work request is recognized by the system
to the point at which the work request is considered
complete. Note that elapsed time refers to wall-clock time
and therefore includes delays when programs are not
running on behalf of the work request. Use of wall-clock
time is desirable, since it reflects the impact on a user
awaiting completion of the work request. The precise
definition of when the clock starts or stops ticking to
capture the elapsed time is documented in Reference [2]
for each particular environment, and so is not elaborated
in this paper.

The second goal type, discretionary, indicates that there
is no business requirement for the work to complete
within a certain predetermined elapsed time, and the
system should use its discretion in giving resources to
such work when it is ready to run. In an unconstrained
environment, discretionary work will use available
resources. In a constrained environment, discretionary
work may be denied resources in favor of work requests
with other goal types. Optional controls not described in
this paper allow the installation to ensure that discretionary
work makes progress in a constrained environment.

The third goal type is velocity. Work requests that
are not considered discretionary and do not have a set
response-time objective may nevertheless need further
control to reflect the degree of delay that is tolerable
once the work request becomes ready to run. Such work
requests may be long-running (possibly “never-ending”)
and want to run periodically or intermittently, during
which time the work request must have access to
resources. Velocity goals address this category of work
requests.

A final concept associated with periods, which was
mentioned above, is that of importance. Importance is
merely a relative ranking of work and is a factor only in
constrained environments, where the algorithms must make
choices as to whose goals will be attended to first when
system resources are reallocated. The algorithms attend
to the goals of work at the highest importance before
attending to those at lower importance levels.

The concept of period was introduced to demonstrate a
fundamental behavior of WLM on work that addresses the
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variability of resource demands. WLM does not require
the system administrator to know these demands in
advance. Goals are allowed to change on the basis of their
cost. The term “period” is not used subsequently in order
to avoid certain technical discussions and difficulties that
are not central to the theme of this paper. The more
general concept of “service class” is used in the remainder
of the paper. For a more complete description of WLM
externals, see Reference [2].

The WLM philosophy for resource adjustment is
described in some detail in subsequent sections, but it is
essentially a receiver—donor loop with respect to adjusting
resources. The fundamental principle on which its success
is based is that the system need not determine the optimal
change at any given point. It is sufficient that the system
make an improvement when adjustments are made. This
principle allows WLM to avoid the trap of overanalysis,
where system overhead may balloon in search of optimal
solutions. By working on only a single problem at a time,
the algorithms leave intact resource allocations that are
working well.

A number of benefits arise from the WLM philosophy
of goal-oriented performance management. The most
obvious of these benefits is the simplification in defining
performance objectives and initialization states to the
system. The system administrator is able to specify
business objectives directly to the system in business
terms. It is still the responsibility of the system
administrator to ensure that each service class contains
work with similar goals, business importance, and resource
requirements in order to acquire the maximum benefit
from WLM. Placing work with similar goals but diverse
resource requirements into the same service class limits
the ability of WLM to make effective resource tradeoffs,
to correctly project resource needs, and to project the
effects of resource adjustments.

At the outset, the system administrator does not have to
understand low-level technical controls. There is no need
to adjust dispatch controls. For example, the system
administrator does not have to understand tradeoffs for
setting dispatch priorities when a machine has a single
very fast processing engine vs. a single slower engine
vs. multiple slower engines vs. multiple very fast
engines.

Additionally, the business policy defined to WLM
handles mixed workloads, e.g., interactive, batch,
transaction processing, and data mining environments. The
system is responsible for resource management of work in
execution and for the management of delays and their
impact on attaining goals. There is no need to partition
the images or nodes of the parallel environment for each
separate workload. The system administrator does not
have to specify the resource demands of work in advance.
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Effective use of capacity is ensured by the management
algorithms.

S/390 1/0 overview

When the IBM MVS/Extended Architecture (MVS/XA*)
was made available in 1983, the responsibility for selecting
paths for driving I/O requests was moved from the
input/output supervisor (IOS) portion of the operating
system to a new component of the hardware known as the
channel subsystem (CSS). This offloaded work that had
previously been done by the central processing unit (CPU)
to processing units in the channel subsystem known as I/O
processors (IOPs) on bipolar processors and more recently
referred to as system assist processors (SAPs) on the
CMOS processors.

In order for this to function, the channel subsystem
must know what paths are available to access the device
which is the target of the I/O request. This is done by
defining the I/O topology through a program known as
the I/O configuration program (IOCP). The output of the
IOCP, known as the I/O control data set (IOCDS) is then
loaded into the CSS. Through this, the CSS can determine
the set of paths that are available to access a device.

The MVS/XA 1/O architecture allows for a maximum
of eight paths to be defined to each device. When the XA
I/O architecture was introduced, the method of physically
attaching I/O devices to a System/370* processor was via
the original equipment manufacturer interface (OEMI)
or parallel interface. With the parallel interface, the set
of paths which were defined via the IOCP was normally
equal to the set of paths which were physically possible.
That is, the channel subsystem typically knew of every
path to a device that was physically cabled.

When ESCON architecture was introduced in 1990,
and FICON architecture in 1999," this all changed. With
ESCON and FICON, channels are typically attached via
a fiber optic cable to an ESCON or FICON director (or
switch), which is in turn connected to one or more device
control units.

A director may have as many as 248 external ports, each
of which can be connected to either a channel or a control
unit port. (For instance, the switch may be connected
to 48 channels and 200 control unit ports.) This means
that the number of paths physically available to access a
control unit or device is much greater than the number of
paths that may be defined (i.e., eight). In this case, there
are 48 possible paths to a single control unit port, and if
the control unit has two or more ports connected to the
same switch, the number of possible paths would then be
48n, where n is the number of ports.

The I/O configuration definition process is complex and
requires significant skills. The process normally involves

I FICON bridge was introduced in 1999, followed by FICON native in 2000.
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determining the number of channels required by a control
unit to satisfy its bandwidth requirements and the number
of other control units, if any, that can share that same set
of channels.

There are availability considerations. For example, even
if only a single channel is ever required by a control unit,
two or more are normally defined to it in case of a failure
somewhere along the path.

The configuration process tends to be iterative. A
configuration is defined, measured, and analyzed. This is
repeated until the configuration has the desired response
time and availability characteristics.

Even if the configuration is defined perfectly the first
time, the characteristics of the workloads on systems
change. New workloads are added, some workloads grow
more quickly than others, and new I/O devices are added
to the configuration. Some workloads are less predictive
than others. Some may vary slightly from week to week,
and others may have sudden and unpredictable spikes in
demand. These factors combine to create a situation in
which an I/O configuration that allowed a user’s response-
time goals to be met last week is inadequate to do so this
week. To make matters worse, the user may actually have
sufficient I/O resources, just not where they are currently
needed.

In 1991, dynamic I/O reconfiguration was introduced.
This allowed the I/O configuration to be dynamically
modified. Devices could be added to or removed from the
I/O configuration, and the attributes of the devices could
be changed, all without requiring that the system be
restarted. Even devices that were currently in use could
have certain characteristics changed. For example, a path
could be added to or removed from a set of devices
without affecting the applications that were currently
using those devices.

IRD extends the tools already available to WLM to
manage I/O by providing two new functions: dynamic
channel path management and channel subsystem priority
queueing. When used with WLM, these new functions
reduce the time and skills required to define an I/O
configuration, while at the same time allowing WLM to
modify the I/O configuration in response to the demands
of the workloads.

LPAR CPU management

Problem statement

As discussed previously, one of the resources that can be
allocated to a logical partition is the processor weight

of the partition. Weight determines the portion of the
machine’s shared CPU resource allocated to a logical
partition when there is competition for CPU among two
or more partitions. It is the job of the system programmer
to set processor weights so that the workloads running in

IBM J. RES. & DEV. VOL. 46 NO. 4/5 JULY/SEPTEMBER 2002



the logical partitions receive the CPU they require. If the
workload mix changes, the weights have to be reevaluated
and manually changed. Properly adjusting these weights
requires a worker to monitor workload performance and
understand the business goals and tradeoffs for these
workloads. An alternative would be to configure enough
CPU capacity to allow for peak workload demands so

that no critical work is ever delayed, but this would be
expensive. The goal of IRD LPAR CPU management is to
simplify this configuration task by automatically managing
physical processor resources to allow for high utilization
of physical CPU capacity, while ensuring that performance
objectives are met at times of peak demand.

LPAR CPU management overview

IRD LPAR CPU management extends WLM goal-
oriented resource management to allow for dynamic
adjustment of logical partition processor weights. This
function moves CPU resource to the partition with the
most “deserving” workload based on the WLM policy, and
allows the system to adapt to changes in the workload mix.
The processor weight exchange is done among logical
partitions in an LPAR cluster, which is the set of z/OS
images belonging to the same sysplex and running on the
same physical machine. WLM keeps the total processor
weight of the LPAR cluster constant, so that partitions
that are not part of the LPAR cluster are unaffected.

Logical CPU management
A companion function to LPAR weight management is
logical CPU management. This function optimizes the
number of logical CPUs online to a given logical partition
on the basis of the partition’s current processor weight
and current CPU resource consumption. There are two
primary reasons for doing this optimization. First, if WLM
increases the processor weight for a partition, the partition
will be unable to use the amount of CPU resource
represented by the new weight unless it has sufficient
logical CPUs online. For example, if a partition of a ten-
way physical multiprocessor is given a weight representing
50% of the physical capacity of the machine, it must have
at least five logical CPUs online. If the partition has only
four logical CPUs online, it is able to use only 40% of the
physical capacity of the machine.

The second reason for this optimization is based on the
mechanism PR/SM uses to dispatch the logical CPUs of
a partition on the physical CPUs of the machine. PR/SM
evenly divides the processor weight of a partition among
the logical CPUs online to the partition. The more logical
CPUs online to a partition, the lower the processor weight
of each logical CPU. This effectively makes each logical
CPU less powerful. Some workload performance improves
as the power of an individual logical processor increases.
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The extreme example of this would be a single tasking
workload, which can take advantage of only a single
CPU.

On the basis of these factors, the optimal number of
logical CPUs to have online to a partition is the smallest
number of CPUs that can provide the CPU capacity
required by the partition.

WLM CPU weight-management configuration
IRD LPAR CPU management works for uncapped shared
processors only.” Members of the sysplex with dedicated
CPs or capped shared CPs are not managed by WLM,
but they are tolerated. WLM is allowed to change the
distribution of the weights in the LPAR cluster, but
the partitions outside the cluster cannot be changed,
and the total of the weights in the cluster cannot be
changed.

To define logical partition controls for managing CPU
weights in an LPAR cluster, the following definitions are
needed for each logical partition:

o [nitial weight: The amount of processing weight the
logical partition is initially assigned. This defines the
amount of processing weight that is added to the LPAR
cluster when the logical partition joins the cluster. It
also defines the amount of weight that must be removed
from the LPAR cluster, regardless of where it has been
redistributed, when the logical partition leaves the
cluster.

e Current weight: Set initially from initial weight. This is
the current setting of the processing weight for a logical
partition, taking into account changes made by WLM.

® Minimum weight: A boundary condition below which
WLM cannot adjust the current weight of the logical
partition.

o Maximum weight: A boundary condition above which
WLM cannot adjust the current weight of the logical
partition.

The specification of minimum and maximum weights
is optional. However, all shared logical partitions are
required to have a minimum of 1 for a current weight.
Also, the current implementation limits weights to a
maximum of 999. These limits are used implicitly when
no limit is explicitly specified.

PR/SM provides interfaces with software to join
an LPAR cluster, as well as information about the
configuration of the LPAR cluster container. There is also
a mechanism to update the configuration of the LPAR
mce a defined capacity for variable Workload License Charge
products running in a logical partition, using what is sometimes referred to as a
“soft cap.” To do this, the hardware console is not used to turn on capping for the
logical partition. WLM turns capping on and off via software as needed to enforce

the defined capacity. The details of how this is done are beyond the scope of this
paper, but it is compatible with LPAR CPU management. 571
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cluster container, i.e., change the current weights of the
logical partitions within the LPAR cluster.

The software in a logical partition “decides” to join an
LPAR cluster when it is initialized (IPLed’). As logical
partitions join an LPAR cluster, their initial weight is
added to the pool available for WLM to manage within
that LPAR cluster. WLM running in the logical partitions
can then redistribute the weights, respecting any specified
or implied minimum or maximum weights for the logical
partitions within that LPAR cluster.

When a logical partition is system-reset, re-IPLed,
or deactivated, it is removed from the LPAR cluster
by PR/SM. When a logical partition is removed from an
LPAR cluster, processing weight equivalent to the initial
weight of that logical partition is removed from that
LPAR cluster. If the current weight of that logical
partition is no longer equal to its initial weight, a
redistribution of weights among the remaining logical
partitions in that LPAR cluster is needed, and this can
cause the current weights of the remaining logical
partitions in the cluster to increase or decrease. This
redistribution is performed proportionally to the current
weights of the remaining logical partitions at the start of
this process.

WLM policy-adjustment algorithm

The WLM subfunction responsible for allocating
computing resources based on the WLM policy is called
the policy-adjustment algorithm. It is the job of the policy-
adjustment algorithms to determine whether there are
service classes missing goals and to decide which, if any,
resource reallocations are appropriate to help one of
these classes to meet its goals. The functions of the policy
adjustment are fully described in Reference [3]. These
functions, which are relevant to WLM involvement in IRD
LPAR CPU management, are briefly summarized in the
following sections.

State sampling

The first step in solving the performance problem of a
service class is to find out why the work is being delayed.
Many delays can be measured quite precisely, but the

cost is prohibitive. WLM solves this problem with state
sampling. Four times a second, WLM samples every work
unit in every system being managed. From these samples,
the WLM builds a picture of the work in each service
class. It learns where each service class is spending its
time. It learns how much each class is using each resource,
and how much each class is delayed waiting for each
resource. The samples are aggregated over time, and from
this picture of the work in each class, WLM can determine
what to do.

3 IPL: initial program load.
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Performance index

A fundamental problem with trying to meet performance
goals and making tradeoffs among different work with
different goals is knowing how well work is proceeding
with respect to its goals and with respect to other work.
The solution used by WLM is the performance index. The
calculation of the performance index for a class with a
response-time goal is as follows:

actual_response_time

performance_index = - .
- goal_response_time

It is a calculated measure of how well work is meeting

its defined performance goals. The performance index

allows comparisons between work with different goals. A

performance index of 1.0 indicates that the class is exactly

meeting its goal. A performance index greater than 1.0

indicates that the class is performing worse than its goal,

and a performance index less than 1.0 indicates that the

class is performing better than its goal.

Policy-adjustment framework

The policy-adjustment algorithm is invoked every ten
seconds to assess reallocation of system resources to
better meet performance goals. This period of ten seconds
is referred to as the policy interval. The effects of the
resource reallocations made during one policy interval are
observed in subsequent policy intervals and function as a
feedback loop for continuous adaptive policy adjustment. The
following pseudocode outlines the steps taken to determine
what (if any) resource reallocation should be done:

Main_Loop: Do until a resource reallocation has been
done or no more potential receiver service classes exist.
Choose the next most eligible receiver service class.
Do until a resource reallocation has been done or no

more bottlenecks for the receiver.
Find the next biggest bottleneck for the receiver.
Call “Fix Routine” for bottleneck.
Determine how much of the bottleneck resource
the receiver needs.
Find the most eligible donor of the bottleneck
resource.
Determine whether reallocating resource of donor
to receiver is a “good tradeoff.”
If action is a “good tradeoff,” reallocate resource
and exit Main_Loop.
End.
End.

The first step is to choose the most eligible receiver
service class. This is defined to be the most important
service class missing its goals. If there is a tie with
respect to importance level, the service class with the
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highest performance index is chosen. The next step is to
determine which resource is the biggest source of delay
for the receiver. This is done by searching the state
samples for the receiver service class to find the delay
samples with the largest count for the receiver. The
resource corresponding to these delay samples is
considered the receiver’s biggest bottleneck. Once a
bottleneck has been chosen, a resource-specific fix
routine is called to attempt to resolve the bottleneck

by reallocating more of the bottleneck resource to the
receiver service class. The WLM policy-adjustment
framework is designed to be extendable. New resources
can be added to WLM goal-oriented management by
adding a fix routine for that resource to the policy-
adjustment framework. The only requirements are the
following: 1) a delay that indicates a lack of the resource
must be able to be sampled; 2) a control variable
controlling access to the resource must be able to be
defined; and 3) a relationship must exist between the
control variable and the resulting delay samples.

The job of the fix routine is twofold. First, it must
determine whether the performance of the receiver can
actually be improved by providing more of the bottleneck
resource. It makes this determination by projecting how
much the performance index of the receiver will improve
if the receiver is given more of the bottleneck resource.
For a resource reallocation to be considered worthwhile, it
must result in a minimum performance index improvement
or the elimination of a minimum number of delay samples.
This minimum required improvement to the receiver is
called receiver value. The receiver value criteria are
designed to reject very small improvements. The
reason for rejecting actions having too little receiver
value is to avoid making changes that yield only marginal
improvements. Instead, the policy-adjustment algorithm
goes on to select and assess another bottleneck for the
current receiver or to select a new receiver.

The receiver value criteria also indicate to the fix
routine the point at which it has given the receiver enough
help. These criteria keep one system in a sysplex from
trying to solve all of the performance problems of a class
when the class is running on more than one system. The
criteria also keep multiple systems in the sysplex from
trying to solve all parts of the problem simultaneously
and running the risk of making too great a correction.

The second job of the fix routine is to project the impact
on other work of providing additional resource to the
receiver and determining whether the overall impact of the
reallocation is a “good tradeoff” on the basis of the WLM
policy. The fix routine must project how the performance
index of each service class affected by the resource
reallocation will change. For example, if the action being
considered is to raise the CPU dispatch priority of the
receiver, every service class with a CPU dispatch priority
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between the old priority of the receiver and its proposed
priority inclusive is potentially affected by the change and
must have a new performance index projected. The service
classes whose performance will be adversely affected by the
resource reallocation are known as donor service classes.
Once a performance index projection has been done for each
donor, the next step is to determine whether the resource
reallocation is a good tradeoff with respect to the receiver
and each donor. This decision is based on the importance
and performance index of the receiver and donors. For
example, if the donor is less important than the receiver and
the receiver is missing its goal, the resource reallocation is
considered a good tradeoff with respect to that donor. On
the other hand, if the donor is more important than the
receiver and is missing goals, or if the action would cause the
donor to miss its goals, the action is not a good tradeoff. If
the receiver and donor are equally important, the action

is considered a good tradeoff if the improvement in the
receiver performance index is at least as large as the increase
in the donor performance index and the action causes the
performance indexes to converge. If the resource reallocation
is found to be a good tradeoff with respect to the receiver
and each donor, the action is taken. Otherwise, the fix
routine returns to the main policy-adjustment algorithm

so that another bottleneck for the same receiver can be
addressed or another receiver chosen.

CPU dispatch priority management

Before discussing the WLM processor weight-management
algorithm, a brief discussion of the WLM CPU dispatch
priority-management algorithm is in order, since the
weight-management algorithm is based on the same
underlying concepts as dispatch priority management.

Maximum processor demand

The first problem with projecting the effects of dispatch
priority changes is that the inherent processor demand

of the work units in a service class cannot be measured
directly. If a class consumes x amount of CPU time when
it runs at dispatch priority A, it cannot be assumed that it
will still consume the same amount of CPU time when it
runs at a higher or lower priority or with a more or less
competing demand. WLM solves this with an algorithm to
project the consumption of a class at any dispatch priority,
known as the maximum processor demand.

Maximum processor demand is defined as the
theoretical maximum percentage of total processor time
available to a logical partition that work units in a service
class can consume if the work units experience no
processor delay, viz.,

Maximum_demand_percentage

number_of_work_units X processor_using_samples

- (total_samples — processor_delay_samples) X number_logical_CPUs
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The term processor_using_samples/(total_samples —
processor_delay_samples) measures the percentage of time
that the average work unit would execute on a CPU if it
were to experience no CPU delay. Multiplying by the
number of work units converts the average to a total
demand. Dividing by the number of logical CPUs adjusts
for the available CPU capacity. Maximum demand is
calculated for each service class and accumulated for

all of the service classes at each priority.

Wait-to-using ratio

A second basic concept is the CPU wait-to-using ratio,
which is the ratio of CPU delay state samples to CPU
using state samples. The wait-to-using ratio is a measure
of how competition for CPU is affecting the performance
of a given service class. The more CPU competition a
service class has, the higher the wait-to-using ratio of the
service class. Competition from work with higher CPU
dispatch priority has a larger impact on the wait-to-using
ratio than work at the same CPU dispatch priority. Lower
priority has little to no impact on the wait-to-using ratio."
WLM measures the wait-to-using ratio both at the service
class level and the total wait-to-using ratio for all work at
a given CPU dispatch priority.

CPU dispatch priority decisions
When the biggest bottleneck for a service class is CPU
delay, the policy-adjustment algorithm calls the CPU
dispatch priority fix routine. To help the receiver service
class, the CPU dispatch fix routine projects the effect of a
combination of potential CPU dispatch priority changes.
These changes include increasing the priority of the
receiver and lowering the priority of other service
classes that have an equal or higher dispatch priority. If
a combination of potential CPU dispatch priority changes
is found that gives the receiver enough benefit to pass the
receiver value test and is considered a good tradeoff with
respect to the donor service classes, WLM considers the
set of priority moves to be the solution to the bottleneck
and implements the service class dispatch priority tradeoff
changes. On the other hand, if a combination of dispatch
priority changes is found not to be a good tradeoff, the
moves are abandoned, and a new set of dispatch priority
moves is evaluated. If no more potential dispatch priority
changes can be found, the receiver bottleneck cannot be
solved by dispatch priority changes, and WLM will
consider increasing the processor weight of the current
logical partition.

A good predictor of the wait-to-using ratio at a given
priority is the combination of the total maximum

4 Because z/OS uses a time-slice-based dispatching, low-priority work can cause
some delay to higher-priority work.
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processor demand of service classes with a CPU dispatch
priority higher than that priority and the maximum
processor demand of service classes at that priority. The
total maximum processor demand at higher priority has
the strongest relationship with the wait-to-using ratio. To
project the effect of CPU dispatch priority moves, WLM
builds a table called the processor data table (PDT). This
table contains one entry for each CPU dispatch priority
that WLM uses. Each of these entries contains the
measured wait-to-using ratio for service classes at that
priority, the sum of the maximum processor demands for
service classes at that priority, and the sum of maximum
processor demands for the priority and all higher
priorities. From this table WLM learns the relationship for
each priority of that priority’s wait-to-using ratio, the total
maximum processor demand at work at higher priorities,
and the maximum processor demand at the priority.

WLM also uses this table to project the effect of a
priority change. For each potential service class CPU
dispatch priority change, WLM subtracts the maximum
processor demand of the service class from the maximum
processor demand fields in the PDT for the current
priority of the class and adds this value to the fields for
the new priority of the class. Then, using the learned
relationship between processor maximum demand and the
wait-to-using ratio of a priority, WLM projects the new
wait-to-using ratio for each priority affected by the priority
move. From the change in wait-to-using ratio for each
service class that will receive worse CPU access after the
change, WLM projects the amount of additional CPU
delay time the service class will experience. For the
receiver service class, WLM projects the reduction in CPU
delay time it will experience. From the change in CPU
delay times, WLM calculates a new performance index.
On the basis of the new performance index for each
affected service class, WLM determines whether the
benefit to the receiver meets the receiver value test and
whether the action overall is a good tradeoff.

Processor weight-management algorithms

Data collection

WLM processor weight management functions by using a
peer-to-peer relationship between the systems in the
LPAR cluster. There is no master WLM instance making
decisions for the whole LPAR cluster. Instead, WLM on
each system determines whether work running on its
system could be helped by increasing the processor weight
of that system. That instance of WLM then determines the
best system in the cluster to give up weight, and whether
the weight reallocation is a good tradeoff. For a given
WLM instance to make a judgment on whether a weight
reallocation is a good tradeoff, it must be able to project
the impact of the weight change on work running on the
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tradeoff system whose weight is being reduced. To make
this projection, each WLM instance in the LPAR cluster
must have access to data describing the performance of
each service class on every member of the LPAR cluster.
To make this data available to all members of the LPAR
cluster, WLM uses a coupling facility. (A coupling facility
is a shared-memory device that can be shared by members
of a z/OS sysplex.) See Reference [3].

WLM creates one data structure in the coupling facility
for each LPAR cluster in the sysplex: the LPAR cluster
structure. The structure for a given LPAR cluster is
uniquely identified by including the machine serial number
as part of the name of the data structure. The sysplex
name does not have to be included as part of the data
structure name, because a coupling facility cannot be
shared across sysplex boundaries.

Within the LPAR cluster structure, there is one entry
for each member of the LPAR cluster called the LPAR
data entry (LDE). The LDE contains performance data
for each service class with work active on the associated
system. This data includes the state samples of the service
class, its local performance index, its maximum processor
demand on the associated logical partition, and its CPU
dispatching priority on the associated system. The LDE
also contains the processor data table (described above)
for the associated system. At the beginning of the policy
interval, each system writes its LDE to the coupling
facility and reads the LDE of every other member of the
LPAR cluster into local storage for easy access in later
processing.

Receiver processing
The LPAR processor weight fix routine is called when the
CPU dispatch priority fix routine is unable to take an
action to help the receiver service class, either because
of a lack of receiver value or because no potential CPU
dispatch priority change is a good tradeoff. The LPAR
processor weight fix routine determines whether the
receiver CPU delay bottleneck can be addressed by raising
the partition processor weight and thereby increasing the
CPU capacity of the partition. The approach to determining
whether increasing the weight of the partition is the
appropriate action to address the receiver bottleneck
is the same as the other WLM resource-management
algorithms—the action must improve the receiver
performance enough to meet the receiver value test,
and the action must be a good tradeoff with respect
to all donor service classes. In this case the impact to the
donor service classes comes from removing CPU resource
from work running on the partition whose weight is
reduced.

The first step is to determine how much additional
weight must be given to the partition to help the receiver
enough to meet the receiver value test. WLM considers
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raising the weight of the partition by a fixed percentage of
the average weight of the members of the LPAR cluster.
To project how much the weight increase will improve

the performance index of the receiver, WLM uses an
approach similar to what is done to project the effect

of a CPU dispatch priority change. First WLM adjusts the
maximum processor demands in the PDT on the basis of
the proposed increase in the partition weight. Maximum
processor demand represents the percentage of the overall
CPU capacity of the logical partition that a service class
could use if unconstrained. Raising the capacity of a
partition by raising its processor weight in turn lowers

the maximum processor demand of each service class
proportionally. WLM adjusts the maximum demand of
each service class on the basis of the proposed weight
change and then recalculates the total maximum processor
demand values in the PDT on the basis of the new service
class values. Once the PDT has been updated for the
proposed weight change, WLM projects the performance
index improvement to the receiver using the same
algorithm that is used for CPU dispatch priority changes.
If the improvement is not enough to pass the receiver
value test, WLM will consider a weight increase of twice
the original increment. If that increment is not enough to
meet receiver value, WLM will try three times the original
increment, and so on. The largest weight increment WLM
will consider is 30% of the total weight of the LPAR
cluster. If the projected improvement to the receiver

of that weight increase is not large enough to meet the
receiver value test, WLM abandons the attempt to help
the receiver.

Donor selection

If a weight increase is found that improves the receiver
performance enough to meet the receiver value test, the
next step is to pick another member whose weight can be
reduced by this amount. In choosing a logical partition
from which to take weight, WLM attempts to take
resources from the lowest-importance work. Therefore,
WLM prefers to lower the weight of a partition running
a large amount of low-importance work instead of a
partition running only high-importance work. To
understand the importance of the work running on each
system, WLM maintains a table known as the service-by-
importance table (shown as Table 1) for each member of
the LPAR cluster. The table contains seven rows. The
seventh row contains the total CPU service’ used by
discretionary work, which WLM considers importance 6.
The sixth contains the total CPU service used by
importance 6 work plus the contents of the seventh row.

5 CPU service is a measure of CPU time used normalized for the speed of the
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Table 1 WLM service-by-importance table.

Importance

0 Total CPU service used by system

1 CPU service used by importance 1-6 work
2 CPU service used by importance 2—-6 work
3 CPU service used by importance 3—6 work
4 CPU service used by importance 4—-6 work
5 CPU service used by importance 5-6 work
6 CPU service used by discretionary work

(importance 6)

The fifth row contains the total CPU service used by
importance 4 work plus the contents of the sixth row,

and so on. The first row adds in the CPU service used by system
work (considered importance 0) and represents the total
CPU service used by the logical partition.

In order to choose a partition whose weight to reduce,
WLM converts the weight increment into an amount of
CPU service required by the logical partition being helped
using the expression

weight INC

—————— X total_CPU_service_capacity_of _machine.
total_weight - - _capacity_of_

WLM then searches the service by importance tables for
each member of the LPAR cluster. The logical partition
where the required service is available furthest down the
partition’s service by importance table is chosen as the
candidate to have its weight reduced.

Donor projections

The next step is to project the increase in performance
index for every service class with work on the logical
partition whose weight is to be reduced, otherwise known
as the donor partition. Because reducing the weight of the
donor partition reduces its CPU capacity, the percentage
of that capacity that each service class demands is
increased proportionally by the weight reduction.
Therefore, WLM recalculates the maximum processor
demand of each service class on the donor partition. The
new service class maximum processor demand values are
then used to update the processor maximum demand
fields in the PDT of the donor partition. From there
WLM can project the performance index change for each
service class using the same algorithm as used in the CPU
dispatch priority management algorithm. On the basis of
the performance index increase on the donor partition,
WLM can determine whether the weight reallocation is

a good tradeoff. If the reallocation is a good tradeoff,
WLM calls PR/SM to adjust the partition weights of the
receiver partition and the tradeoff donor partition. If the
reallocation is not a good tradeoff, WLM repeats the
search for a donor partition, excluding donors already
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tried. If no donor partition can be found, WLM abandons
the weight-adjustment attempt and returns to the main
policy-adjustment algorithm to try to address another
bottleneck for the receiver or to help another receiver
service class.

Adjustment intervals

Because adjusting logical partition processor weights

can be a fairly dramatic reallocation of resources, WLM
adjusts less frequently than it reallocates other resources.
It changes processor weights only once per minute within
a single LPAR cluster. However, there is one exception
to the one-minute limitation on frequency, designed to
ensure that action to help high-importance work is not
delayed because of lower-importance work. Whenever a
processor weight change is done, WLM “remembers” the
importance and current performance index of the receiver.
These values are stored in the LPAR cluster coupling
facility structure so that they are visible to all members
of the LPAR cluster. When WLM considers helping

a new receiver by increasing the weight of its partition,
and the new receiver has a higher importance or

worse PI than the last receiver, WLM will make the
weight move even if a minute has not passed since the
last weight move.

Dynamic channel path management

Dynamic channel path management (DCM) allows z/OS to
dynamically change channel path definitions to ESCON
director-attached DASD control units in response to
changing workloads, moving channel resources to the
control units where they are required. When combined
with WLM running in goal mode, DCM moves the
channel resources to control units that are being

used by business-critical workloads to help them meet
their goals. When further combined with control unit
priority queueing in the Enterprise Storage Server

(ESS or “Shark”), channel subsystem priority queueing
(CSSPQ; see a later section), and parallel access volume
(PAV) alias tuning, the z/OS system becomes even
more self-tuning and self-defining to meet workload
goals.

Topology

During system initialization, DCM builds tables that
represent the physical I/O topology. These tables include
entries for each channel, ESCON or FICON director,
and DASD control unit that is physically attached to and
accessible by this system. The topology tables are used by
DCM to determine what potential paths exist that DCM
could add to a control unit in order to help it achieve its
bandwidth requirements.
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The topology tables also include attributes associated
with each entry. For example, a channel entry indicates
whether the channel has been defined as managed or
static,” while switch port entries indicate whether the port
has been configured in such a way as to prevent DCM
from using it to define a path. (The port may have been
defined as “blocked,” “prohibited,” or “dedicated.”)

DCM uses self-description commands, which are
required to be supported by the ESCON and FICON
architecture, to identify components of the I/O topology
which have already been seen. For example, in Figure 1,
DCM is able to determine that from Processor 1, channels
20 through 27 all connect to the same switch (A000),
while channels 28 through 2F all connect to a different
switch (B000). In addition, the devices attached to control
unit 2000 can be accessed by Processor 1 via ports 10 and
11 on switch A000, as well as ports 10 and 11 on switch
B000. With this configuration, DCM has 32 possible paths
to the devices attached to control unit 2000 to consider:
any of eight channels to port 10 on switch A000, eight

6 Static channels are channels that are defined to control units in the traditional
way and cannot be reassigned by DCM. Managed channels are channels that are
owned, and therefore may be reassigned, by DCM. Both are defined using the
z/OS hardware configuration definition (HCD) dialog. See Reference [5].
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channels to port 11 on switch A000, plus the 16 possible
paths via switch B000. While the system is running, it is
possible that the configuration may change. For example,
someone may add a control unit to a switch by plugging
its cables into unused ports on the switch.

To manage this situation, DCM maintains the tables by
keeping the data current throughout the life of the system.
In the case of the table which represents the switches,
commands are sent to the switch control unit port every
two minutes to read its key counter. If the value of the
key counter is different from what it was on the previous
query, the configuration of the switch has changed, and
DCM updates its tables to reflect the current configuration.

Channel path cluster scoping

In order for DCM to dynamically move channel paths
sensibly, it must understand a complete picture of the
activity on the channel paths that it will move. The
channel paths that can be moved by DCM are called
managed channel paths. Traditionally, a customer defines
channel paths in an I/O configuration as being shared by
some or all of the logical partitions on a CPC. The scope
of availability for these traditional channel paths is defined
by the logical partition names themselves.
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Table 2 Sample projected channel utilization.

Channel path Projected
ID (CHPID) utilization
(%)
20 37
37 41
48 29
73 33

Table 3 Sample average channel utilization.

CHPID Projected Average
utilization utilization
(%) (%)
48 29 29
73 33 31
20 37 33
37 41 35

Managed channel paths are defined to belong to a
specific LPAR cluster, not individual logical partitions.
When any operating system is loaded into a logical partition,
it does not immediately have access to any managed
channel paths. All managed channel paths are
automatically deconfigured from a partition when it is
IPLed. It is only after the software in the logical partition
declares that it is part of a specific LPAR cluster that it is
allowed to configure the managed channel paths for that
LPAR cluster online. With this process, only logical
partitions that are part of the LPAR cluster can use the
channel path, so the entire usage is understood by the
LPAR cluster members in aggregate.

Subsystem 1/0 velocity

Once every interval (currently defined to be ten seconds),
DCM goes through a process known as data gathering.
During this process, DCM collects several measurements
on DASD subsystems’ and uses that information to
calculate a new metric called the subsystem I/O velocity
(IOV). The I/O velocity is conceptually a wait-to-use ratio
on the channels serving a particular subsystem. It indicates
how long I/O requests must wait for a channel to a
subsystem, compared to how long I/O requests actually
use those channels.

For example, assume that we have a subsystem which has
accumulated eight seconds of connect time in the last ten
seconds, and one second of pending time. Also assume that
switch busy, control unit busy, and device busy are all zero.
Then we would have an I/O velocity of 8/(8 + 1) = 0.89.

7 A subsystem is equivalent to a logical control unit (LCU). A physical control unit
may contain several LCUs or subsystems. DCM operates on a subsystem basis;
however, the more familiar term control unit is used throughout the paper.
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If the pending time grew to three seconds and the connect
time stayed the same, the I/O velocity would drop to 0.72.
So the closer the I/O velocity gets to 1.00, the fewer

the I/O requests that are waiting for channels to a
subsystem. The closer it gets to 0.00, the more constrained
the subsystem is for channel bandwidth. DCM calculates
this I/O velocity for all DASD subsystems in the system.
It then calculates a default target 1/0 velocity, looks at

the I/O velocity actually being achieved for each of the
managed subsystems, and attempts to get all of the
subsystems close to the default target. A list of all
subsystems whose I/O velocity falls below the target range
is then passed to another phase of DCM called imbalance
correction. Imbalance correction processes subsystems one
by one, starting with the one furthest from target, and
looks for changes that would help the subsystem reach its
target by searching tables which represent the physical I/O
topology built by DCM during system initialization and
maintained since then. There are two types of changes that
DCM looks for: paths that can be added to this subsystem
and paths that can be removed from subsystems that
share the path with the subsystem that requires more
bandwidth.

Contention factor

In order to assess potential channel configuration changes,
a metric is needed to allow us to calculate and then
compare expected IOVs for each of the affected control
units. One attribute required of this metric is that it must
allow us to compare configurations with different channel
utilizations and different numbers of channels. For
example, is a configuration with four channels, each at
65% utilization, better than a configuration with three
channels, each at 60% utilization? To determine this,
DCM uses a contention factor, which is defined as the
single-channel equivalent utilization yielding an equal
probability that an I/O request to that control unit would
wait. The contention factor is determined using the
channel utilizations and resulting configuration of a
proposed change.

To calculate the contention factor, DCM sorts all of the
channels connected to each of the subsystems from lowest
to highest utilization. It then calculates the contention
factor based on the utilization of the first channel in the
list, then the average of the first two channels in the list,
and so on down the list. Subsequently, it uses the lowest
contention factor found; this is done to reduce the effect
of other subsystems which share one or more of the
channels on the contention factor. For example, assume
that subsystem 2200 is connected to four channels, and
each channel has the projected utilization shown in
Table 2. DCM then sorts them by increasing utilization
and calculating the average utilization on the basis
of the utilization of the first CHPID in the list, then
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