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As computer systems become more complex,
the use of embedded controllers for initializing
and maintaining system operation is becoming
increasingly prevalent. In the IBM eServer
2900, a new control approach was introduced.
This paper discusses why its introduction was
necessary and outlines its associated, key
technological and economic innovations. In
particular, the following topics are addressed:
service subsystem topology, hardware
elements for performing system control,
hardware abstraction, object-oriented
framework for control, and inter-networking
of system control microprocessors.

1. Introduction

Traditionally, during the power-on phase of computer
systems, CPUs start to execute instructions and initialize
the systems into a state from which the operating system
can be loaded. In addition to executing user applications,
the operating system also runs applications that are
needed to keep the system functioning. These applications,
also referred to as system-control tasks, are responsible
for monitoring system integrity and process any errors
that might occur during operation. Usually, there is

only one operating-system image controlling all aspects
of system management. This type of system control is

typically referred to as in-band control or in-band system
management.

The exponential growth of computing requirements has
resulted in the creation of larger, more complex, systems.
Power-on and initialization of these large systems up to
the point at which the operating system is fully available
can no longer rely only on the system CPU. Instead,
systems incorporate “helpers” (e.g., embedded controllers)
that facilitate the initialization of the system at power-on.
However, during power-on of these complex systems,
critical errors can occur, which would prevent loading
the host operating system. In the initial case in which no
operating system is available, a mechanism is required for
reporting errors and performing system management
functions. Furthermore, given the diversity of user
applications, it is no longer true that one operating-system
image controls the entire system. At the high end, today’s
computer systems are required to run multiple different
operating systems on the same hardware. A single instance
of an operating system is no longer in full control of the
underlying hardware. As a result, a system-control task
running on an operating system which is not under
exclusive control of the underlying hardware can no longer
adequately perform its duties. For example, what would
happen if a control task, in the course of recovering from
an I/O error, were to decide to reset the disk subsystem?
Data integrity might no longer be guaranteed for
applications running on another operating system on the
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same hardware. As a solution, system-control operations
of a large system are moved away from the operating
systems and are now integrated into the computing
platform at places where full control over the system
remains possible. System control is therefore increasingly
delegated to a set of other “little helpers” in the system
outside the scope of the operating systems. This method
of host OS-independent system management is often
referred to as out-of-band control, or out-of-band system
management.

Figure 1 shows the software and hardware structure of
such a system. The virtualization layer is the part of the
system that has full control of its underlying hardware.
This layer presents an abstract view of the underlying
hardware to the operating systems. The embodiments
of this abstract view are determined by out-of-band
configuration tasks. All out-of-band operations are
visualized in the box labeled System control subsystem.

Figure 2 shows a high-level view of an IBM eServer
2900, together with its associated control structure.

The system depicted to the left is composed of

“cages.” A cage can be a central electronic complex
(CEC) cage or an I/O cage. The cage at the top is a CEC
cage; it contains a set of CPUs forming an SMP system
together with its cache structure, memory and cache
control, and the memory subsystem. In addition, the CEC
cage contains an I/O hub infrastructure. A system may
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contain one or more such cages. The cage in the center
is an I/O cage, which facilitates I/O fan-out by linking the
I/O cage to the CEC cage on one side and by providing
bus bridges for the I/O adapters on the other side.

In addition to the functional structure, the figure also
shows a system-control infrastructure that is orthogonal to
the functional structure. The system-control structure is
divided into management domains or management levels:

e Management Level 1 domain (MLI): Actuators and
sensors used to perform node-control operations.

e Management Level 2 domain (ML2): Set of functions
that is required to control a node:

e Limited to strict intra-node scope.

* Not aware of anything about the existence of a
neighbor node.

* Required to maintain steady-state operation of
the node.

* Does not maintain persistent state information.

o Management Level 3 domain (ML3): Set of functions
that is required to manage a system (local to the
system):

* Controls a system.
e Is the service focal point for the system being
controlled.
* Aggregates multiple nodes to form a system.
* Exports manageability to management consoles.
* Implements the firewall between corporate
intranet and private service network.
 Facilitates persistency for
— Firmware code loads.
— Configuration data.
— Capturing of error data.

e Management Level 4 domain (ML4): Set of functions
that can manage multiple systems; can be located
apart from the system to be controlled.

Each CEC or I/O cage contains two embedded controllers
called cage controllers (CCs), which interface with all of
the logic in the corresponding cage. Two controllers are
used for each cage to avoid any single point of failure.
The controllers operate in master/slave configuration. At
any given time, one controller performs the master role
while the other controller operates in standby mode, ready
to take over the master’s responsibilities if the master
fails. As a master, the CC performs the following
functions out of the ML2 domain:

1. At power-on, determine configuration by reading the
vital product data (VPD) from the inter-integrated
circuit (I’C)-attached serial electrically erasable
programmable read-only memory (SEEPROM),
including
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