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The 801 Minicomputer 

This  paper  provides an overview of an experimental system developed at the IBM Thomas J.  Watson Research Center. I t  
consists of a running hardware prototype, a control program, and  an optimizing compiler. The basic concepts underlying the 
system are discussed, as are  the performance characteristics of the prototype. In particular, three principles are examined: (1) 
system orientation towards the pervasive use  of high-level language programming and a sophisticated compiler, (2) a  primitive 
instruction set  which  can be completely hard-wired, and (3) storage hierarchy and I 1 0  organization to enable  the CPU to 
execute an instruction at almost every cycle. 

Introduction 
In  October 1975, a group of about  twenty  researchers at  the 
IBM  Thomas J. Watson  Research  Center  began  the design 
of a minicomputer, a  compiler, and a control  program whose 
goal  was to achieve  significantly better  costlperformance for 
high-level language  programs  than  that  attainable by exist- 
ing  systems. The  name 801 was  chosen  because it was the 
IBM  number of the building  in  which the  project resided. 
(The  twenty  creative  researchers were singularly uninspired 
namers.)  This  paper describes the basic  design  principles and 
the  resulting system components  (hardware  and  software). 

Basic concepts 

Single-cycle implementation 
Probably  the  major distinguishing characteristic of the 801 
architecture is that  its  instructions  are  constrained  to  execute 
in a  single, straightforward,  rather primitive machine cycle. 
A similar  general  approach  has been  pursued by a group at  
the University of California [ 11. 

Complex,  high-function  instructions, which require sev- 
eral cycles to execute, are conventionally  realized by some 
combination of random logic and microcode. It is  often true 
that  implementing a  complex function in random logic will 
result in its execution  being  significantly faster  than if the 
function  were programmed  as a sequence of primitive 
instructions. Examples  are floating-point arithmetic  and 
fixed-point multiply. We have no objection to  this  strategy, 
provided the frequency of use  justifies the cost and, more 
importantly, provided these complex instructions in  no  way 
slow down the primitive  instructions. 
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But it is just  this pernicious effect on the primitive 
instructions  that  has  made us suspicious.  Most  instruction 
frequency  studies show a sharp skew in favor of high usage of 
primitive instructions  (such  as  LOAD,  STORE,  BRANCH, 
COMPARE,  ADD). If the presence of a  more  complex  set 
adds  just  one logic level to a  ten-level  basic machine cycle 
(e.g., to  fetch a  microinstruction from  ROS),  the  CPU  has 
been slowed down by 10%. The frequency and  performance 
improvement of the complex  functions must first overcome 
this 10% degradation  and  then  justify  the  additional cost.  If 
the presence of complex functions results in the  CPU exceed- 
ing  a  packaging constraint on some level (e.g., a  chip,  a 
board),  the  performance  degradation  can be even more 
substantial. 

Often, however, a minicomputer  that boasts of a  rich  set of 
complex instructions  has not spent  additional  hardware at  
all, but has simply microprogrammed  the functions. These 
microinstructions are designed to  execute in  a  single  cycle 
and, in that cycle, to set controls most  useful  for the  functions 
desired.  This, however, is exactly  the design  goal of the 801 
primitive instruction set. We question, therefore,  the need  for 
a separate set of instructions. 

In  fact, for  “vertical microcode,” the benefits claimed are 
generally  not due  to  the power of the  instructions  as  much  as 
to  their residence in a  high-speed  control store.  This  amounts 
to a hardware  architect  attempting  to guess which subrou- 
tines, or macros, are most frequently used and assigning 
high-speed memory to  them.  It  has resulted,  for instance, in 
functions  like EXTENDED-PRECISION  FLOATING- 
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