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ABSTRACT
Water marking relies on inserting information into the video
stream in order to detect copies. This paper presents a com-
plementary approch to watermarking called content based
copy detection(CBCD) which usesa combination of feature
based matching and inverted index ¯les to detect copies of
video clips. CBCD does not modify the video stream and
hence can be applied to ¯nd copies of media in circulation.
The technique is used to match a test video stream of Super
Bowl 2001 containing 10 secondclips of Star Wars, against
an index of the three Star Wars Special Edition (6 hours)
movies.

1. INTRODUCTION
Copy detection for digital media is critical to preventing
copyrigh t violations and enforcing copy right. Watermark-
ing [3] is the most widely accepted form of copy detection.
However, there are two signi¯can t limitations of the water-
marking approach,
Legacy Con ten t: Since watermarks must be intro duced
into the original content before copies are made, it cannot
be applied to content which is already in circulation. For
example, if we wanted to ¯nd all clips of starwars posted on
the web, watermarking would not provide a solution.
A ttac ks: In the eventualit y that the watermark on a partic-
ular peiceof content is compromised, there is no alternativ e
approach to copyrigh t enforcement.

Content based copy detection (CBCD) is a coplementary
technology to watermarking which provides a solution to
the two problems mentioned above. The primary thesis of
CBCD is the media is the watermark, i.e. the media (image,
video, audio) contains enoughunique information which can
be used to detect copies. A typical CBCB technique has the
following steps.

Reference Signature: Extract a set of signatures for the
original media (M).

Test Signature: Extract the same set of signatures from
the test media (T).

Compare: Measure the distance between the test and ref-
erencesignatures.

Decision: If distance is lesserthan a threshold, then T is a
copy of M.

In adddition to the signature matching scheme, a successful
CBCD also requires an indexing schemewhich will allow for
fast matching of a test signature against a large database
of referencesignatures. In this paper we describe a CBCD
system which extends the popular Inverted File Index from
information retreival [12] to video indexing. Section 2 dis-
cussesother e®ortswhich have addressedthis problem. Sec-
tion 3 shows how the inverted ¯le technique of text indexing
is extended to video. Section 4 discussesan image gradi-
ent signature for matching images. Section 5 disccusesthe
matching against the video index and temporal segmenta-
tion of the matches. Section 6 discussesthe use of gamma
coding to compressthe Inverted Video Index (IVI). Section
7 discussesthe experimental setup and results. Conclusion
and future work are presented in section 9.

2. PREVIOUS WORK
There are a number of research e®orts and companies [2]
in CBCD for video, most of which have been applied to
the problem of matching commercials in television broad-
casts. Lienhart et al. [7] describe a system for performing
both signature based detection and recognition of commer-
cials. They use the color coherencevector to characterize
keyframes in the referencesegment. Sanchez et al. [10] dis-
cuss the use of the principal components of the color his-
tograms of keyframes for commercial recognition. They re-
port results on a databaseof 20 commercials using a sequen-
tial matching approach. Since the techniques of Lienhart
and Sanchez rely on color, variations in color are lik ely to
cause problems in these approaches. Indyk et al. [6] have
proposed a method for video copy detection, using the dis-
tance between shot breaks in the video as the signature of
the video. This signature is very limited in its applicabil-
it y. Hampapur et al. [4] have discussedthe use of color and



its limitations. They have used invariant edgesignatures to
circumvent color variations. Naphade et al. [8] developed
a scheme for matching video clips. They use histogram in-
tersection of the YUV histograms of the DC sequenceof
the MPEG video, while proposing an e±cient compression
technique for the histograms. This technique, again, does
not addressthe variations that commonly exist betweendif-
ferent copies of the same material (in di®erent formats or
encoded by di®erent hardware). Chang et al. [1] proposed
the use of wavelet-based replicated image detection on the
web. They have tested their scheme by using a set of query
imageswhich are modi¯ed from their originals by operations
lik e sharpening, softening and despecling. Their results in-
dicate that out of ten queries, they were able to correctly
detect eight copies. It is not clear, though, how their al-
gorithm would do with the typical distortions encountered
with copies of videos Squire et al have proposed the use
of the inverted index ¯le structure for image similarit y re-
trieval. The work presented here and in [4] are the ¯rst use
of the inverted index structure for real time video search.

3. INVERTED VIDEO INDEX
This section presents the indexing schemefor representing a
set of videos V = (v1 ; v2 ; ¢¢¢; vn ). A set of k representativ e
frames F l = (f l 1 ; f l 2 ; ¢¢¢; f lk ) are selected from each video
item vl in the collection. The corresponding representativ e
frames from each set(f 01 ; f 11 ; f 21 ; ¢¢¢; f n 1) are represented
by an inverted image index table I j ; j 2 (1; k). The concept
of inverted image index is an adaptation of the inverted text
index usedin text retrieval. Table 1 shows an example of six
text documents (left table) and the corresponding inverted
index for a selected set of words (righ t table). The entry
corresponding to each word in the inverted index are the
documents which contain that word.

# Text
1 Pease porridge hot,

peaseporridge cold
2 Peaseporridge in the

pot
3 Nine days old
4 Somelik e it hot, some

lik e it cold
5 Somelik e it in the pot
6 Nine days old

Term #
cold 1, 4
days 3, 6
hot 1, 4
nine 3, 6
old 3, 6
pease 1, 2
porridge 1, 2
pot 2, 5
some 4, 5

Table 1: Example of 6 do cumen ts and in verted index
structure for selected words, from Managing Giga-
bytes by Witten et al[12]

Table 2 shows a frame of video divided into 9 windows, num-
bered, w1 ; ¢¢¢; w9 , each window is analogousto a word in the
text document. In this example, we chooseto represent the
image data that lies within each window by the dominant
color within the window. This dominant color is qauntized
into 3 (R,G,B) bins. In general, the frame can be divided
into N windows and any feature lik e texture, histogram, etc
can be used to represent the window, and the feature values
within a window can be quantized into M bins. The inverted
image index for the 3 frames of videos v1 ; v2 ; v3 (shown in
the right of table 2) is shown in table 3. The table has N
= 9 columns corresponding to the windows and M= 3 rows

corresponding to the number of color bins. The entry in
cell (i,j) corresponds to the video items which contain the
feature value i in the window j.

w1 w2 w3

w4 w5 w6

w7 w8 w9

R R R
G G G
B B B

B B B
G G G
B B B

R R R
G G G
R R R

Table 2: Left: Frame overla yed with 9 blo cks, frames
#1 from videos v1 ,v2 ,v3 (left to righ t). Each blo ck is
represen ted by its dominan t color whic h is quan tized
in to 3 values, R,G,B

Once a inverted image index has been created, it can be
used to match a query image against the collection. Table
4 left, shows a query image. The best match can be found
by accumulating the votes correponding to each cell in the
query image. Table 4 right, shows the votes accumulated.
Video v2 has the most votes (8). If the query frame were
exactly identical to the frame #1 from v2 ,then v2 should
receive 9 votes, however, the query frame and v2 are di®er
in w9 resulting in 8 votes. The video matching algorithm
usesthe above image matching procedure as the basis.

w1 w2 w3 w4 w5 w6 w7 w8 w9

R v1 ,
v3

v1 ,
v3

v1 ,
v3

v3 v3 v3

G v1 ,
v2 ,
v3

v1 ,
v2 ,
v3

v1 ,
v2 ,
v3

B v2 v2 v2 v1 ,
v2

v1 ,
v2

v1 ,
v2

Table 3: In verted Image Index for the frames shown
in table 2. The cells con tain poin ters to video items

B B B
G G G
B B R

Item 1 2 3
Vote 5 8 4

Table 4: Left: Query frame. Righ t: Vote table

The complete inverted index for video (¯gure 1) is composed
of a set of image inverted indicies each corresponding to a
set of temporally aligned keyframes from the video items in
the collection.

4. GRADIENT SIGNATURE
The inverted image index example discussed in section 3
used the example of dominant color within each window as
the signature, however, color is not a suitable signature for
two reasons,

1. Copiesof videos in di®erent formats (mpeg1,realvideo,
avi) and acquired through di®erent sources(digitizers)
exhibit signi¯can t variations in color characteristics [5]

2. Not all video material has color, example IBM com-
mercials.



Figure 1: In verted Video Index: One in verted im-
age index is used to represen t each set of temp orally
aligned keyframes from the video items in the col-
lection. The arro w indicates direction of time within
the index

Figure 2: An image and its thresholded gradien t
map overla yed with windo ws

The experiments reported in this paper use a local gradient
based signature which is not a®ected by color variations.
The frame is convolved with a sobel kernel to generate a
gradient magnitude image. This image is thresholded to
retain points with high gradient magnitude. Typically , this
image is divided into 225 blocks (15x15) and within each
block the location of the centroid of the gradient is used as
the signature. This gradient centroid signature is quantized
into 16 bins (a 4x4 grid). The inverted image index thus
usesa 225x16 table. Figure 2 shows a video frame and the
thresholded gradient image with windows overlayed.

5. MATCHING AGAINST THE INVERTED
VIDEO INDEX

The processof matching a stream of video against a search
index involvestwo operations, ¯nding the best match in the
inverted video index to the frames from the test video and
collating the image matches to achieve temporal segmenta-
tion. Figure 3 shows the stepsinvolved in matching, the gra-

Signature Generation


Table Search


Best Match Selection


Temporal Segmentation
 Result


Test

Video


Figure 3: Steps in matc hing test video to index

dient signature is computed for frames from the test stream.
The signature is matched against each of the inverted image
tables in a voting scheme to generate the best match to the

current test frame. The consecutive matches are accumu-
lated in a hit table (show in ¯gure 4). This table is used as
the input to temporal segmentation. The entries into the hit
table are the time stamps (frame number, realtime clock) at
which the test frame was received. Figure 4 shows the °ow

Hit Table


Start


V = 1


Is V Active
 V = V+1


V = N


#of hits > T


Temporally

Coherent


End of Item

Output

Result


Clear

entries

for V


Match Result


Matches Clip X


No Match


v_1  v_2  v_3  v_4............v_n


kf_1

kf_2

kf_3


.


.

kf_k


NO


NO


NO


NO


YES


YES


YES


YES


Figure 4: Temp oral Segmen tation Pro cedure

chart for temporal segmentation. The hit table (Figure 4) is
processedone colunm at a time (a column corresponds to an
item in the collection). If a column has hits, it is considered
to be active. All active columns are checked for a ¯ll-factor,
i.e, has it received su±cient number of hits. Columns with
satisfy the ¯ll-factor constraint are eavluated for temporal
ordering consistency, this can be done using a test lik e the
spearmansrank order correlation coe±cient [9]. Items which
pass through all the above ¯lter are declared as valid hits.

6. INDEX COMPRESSION
The size of the inverted video index table is proportional
to the size of the video database to be indexed. In order
to achieve realtime performance it is critical that the entire
index be housed in main memory. The text indexing com-
munit y has used a compressiontechnique to reduce the size
of the index [12], the same technique is applied to the in-
verted video index. The compressiontechnique relies on the
fact that the entries in an inverted image index cell are an
ordered set of item numbers (see table 3). For example, let
us consider a cell with the following entries,(4,6,7,9,10,13).
This set numberscan be represented as(4:(2,1,2,1,3)), where
the ¯rst entry remains unchanged and the remaining entries
are represented by the di®erencefrom the next entry in the
list. Typically , the di®erencevalues will be much smaller
than the actual item ids. This allows us to usea representa-
tion which is more e±cient for smaller valuesascompared to
larger values. The Gamma code is one such representation.
A number x, is represented as a combination of a unary and
binary codes. The details of this coding schemecan be found
in [12]. Table 5 shows the index size in Mbytes as a function
of the video size, both the compressedand uncompressed
indices are shown. Row 1 is the title of the video, SW: Star
Wars, ESB: Empire Strik es Back and RJ: Return of the
Jedi. Row 2 shows the size of the MPEG1 ¯le (352x240 at
3.3Mbits/sec). Rows 3, 4 show the sizeof the uncompressed
and compressedinverted video index. Row 5 shows the rel-
ativ e size of the uncompressedindex to the mpeg video ¯le.
Row 5 shows the relativ e size of the compressedindex to
the video ¯le. Clearly the compressedindex, is a small frac-



tion of the size of the video (< 1%). The tradeo® here is
between meomry requirements and execution time required
to decode the index entries.

SW SW +
ESB

SW +
ESB + RJ

Length 2 hrs 4 hrs 2
min

6 hrs 12
mins

MPEG1 1.16GB 2.34GB 3.58GB
UncompressedIn-
dex

17.5MB 28.0MB 37.3MB

Compressed
Index

11.16MB 14.3MB 16.6MB

Comp Ratio
Comp / Ucomp

(66.3%) (51.7%) (44.5%)

Comp Ratio
Comp / Video

(1.0%) (0.6%) (0.4%)

Table 5: Comp orison of Video Size, Uncompressed
Index and Compressed Index. SW: Star W ars. ES-
BEmpire Strik es Bac k. RJ: Return of the Jedi.

7. EXPERIMENTS
We have used the all the three Star Wars Special Edition
movies in our experiments. The ¯rst step is to create an
index using the data. The size of this index is presented in
Table 5. The secondstep is to compare a test stream to the
index to ¯nd matches. The index creation and test stream
are discussedbelow.

Index creation This involvescreating MPEG1 (1.5 Mbits/sec,
352 x 240)versions of the movie from the VHS tapes. The
index used in the experiment has 225 windows per frame,
the gradient centroid location has beenquantized into a 4x4
grid, the frame sampling rate is 3 frames per second. The
movies are broken up into 30secclips and each clip is treated
asseperate video item for the purp oseof building a compact
index. The total number of items for combined starwars
movies is 667.

Test Stream Figure 5 shows the structure of the test video
stream. This stream is generatedby creating a tape in which
clips from the movie Star Wars are interleaved with clips
from the Super Bowl 2001(halftime show). The total length
of the test stream is 13 minutes. The distribution of clip
lengths is shown in ¯gure 6. Most of the starwars clips are
around 10 secsin length, where as the super bowl clips vary
from 10 to 55 secs. The test clips from Star Wars were
compiled by selecting a 10 second clip at the begining of
every 5th minute in the 2 hour movie.

~ 13 minutes


Figure 5: Test Stream: Shaded blo cks from Star
W ars, Clear blo cks from Sup er Bo wl 2001 halftime
show.

7.1 Results
The test stream was matched against two di®erent indicies,
with the Star Wars index (2 hours) and with the combined
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Figure 6: Test stream clip lengths distribution

index from all the three movies (SW,ESB,RJ, 6 hours). The
results from both the matches were identical. The match
result were compared against the ground truth (which was
manually generated). The false positive rate (FPR) and
false negative rate (FNR) were computed as follows.

N = Number of valid clips (1)

FPR =
Number of False Positives

(N £ N ) ¡ 1

FNR =
Number of False Negatives

N

Figure 7 shows the plot of FPR vs FNR,w e seethat the best
performance is at the knee of the curve, which occurs at a
FPR = 0.013, FNR = 0.13.
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Figure 7: Receiv er Op erating Curv e: FNR vs FPR

8. WEB APPLICATION
One of the main applications of this technique is to detect
web sites which are hosting copiesof a speci¯ed movie. Dur-
ing our experiments we used the GoogleT M search engine to
¯nd Star Wars related sites. Typical queriesusedwere, Star
Wars Video Clips, Star Wars Special Edition Videos, etc.



The ¯rst query returns 42500 hits. We manually browsed
through many of the relevant sites and viewed several of the
video clips. We found only one site which had copiesof clips
from the Star Wars Special Edition (from which we have
computed our index), most of the other sites have trailers, or
outtak esand exteremly short clips (< 2 secsin length). CNN
wasthe only site with copiesof clips from the Special Edition
(www.cnn.com/EVENTS/1997/star.w ars.anniversary/). On
closely examining the video clips posted here, we found that
the video we used to compute our index was a cropped and
scaled version of the clips on the CNN site. The indexing
scheme presented here adapts to change in the resolution
of the video stream. We currently cannot handle arbitrary
combinations of cropping and scaling.

9. CONCLUSIONS
In this paper we have presented the use of the inverted ¯le
index for video copy detection. The technique wasapplied to
matching 10 secondvideo clips against a 6 hour collection of
video, with a low false positve and false negative rate. The
indexing scheme can tolerate changes in resolution of the
video stream and changesin the frame rate. The compressed
index size is less than 1% of the size of the MPEG1 video.
Future work will include, the exploration of di®erent features
to improve the accuracy of matching, dealing with shorter
video clips and being able to match copies which are a±ne
transforms of each other.
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